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Abstract Managing legal change is a growing challenge

for compliance departments due to the increasing com-

plexity and volume of regulations. Failure to adapt business

processes to legal updates can result in severe conse-

quences such as fines or reputational damage. Despite the

importance of early legal change analysis, research on legal

knowledge change management and business process

compliance remains fragmented. This work addresses this

gap through a systematic literature review covering outlets

in Artificial Intelligence, Law, Business Process Manage-

ment, Natural Language Processing, and Requirements

Engineering. The authors identify four research streams

and four key activities from change representation to

impact analysis, and highlight a lack of integration between

legal changes and process compliance. As a first step

towards this integration, LegalChanges4BPC is proposed,

an automated approach that detects legal changes and

analyzes their relevance for business process compliance.

To evaluate its feasibility, the authors apply prompt-based

techniques with Large Language Models (LLMs) across

two regulatory datasets. GPT-5 and Mistral-3.1 show the

best balance of completeness and correctness, while Phi-4

and LLaMA-4 excel in efficiency, revealing trade-offs

between models across the evaluated aspects. The auto-

mated approach employs prompting strategies for legal

change analysis and contributes toward automated com-

pliance, legal traceability, and contextual reasoning with

LLMs.

Keywords Legal knowledge change management �
Regulatory change � Systematic literature review � Business
process compliance � AI& Law � Large language models

1 Introduction

‘‘We live in a complex regulatory environment. The body of

law to which citizens and businesses have to adhere to is

increasing in volume and complexity as our society con-

tinues to advance’’ (Boella et al. 2016a). The ‘‘body of

law’’ includes formal legal sources such as statutes, regu-

lations, and case law. Broader compliance frameworks

incorporate standards by the International Organization for

Standardization (ISO), Information Technology Infras-

tructure Library (ITIL) frameworks, and internal policies

(Hashmi et al. 2018), enhancing organizational legal

knowledge and compliance. Managing this knowledge is

crucial for compliance and legal departments due to the

complexity and volume of applicable laws and regulations.

Especially challenging is the management of legal knowl-

edge changes (hereafter also referred to as legal changes),

which refers to updates, amendments, court decisions, or

new legislation that might alter existing or introduce new

legal requirements cf., e.g., (Governatori et al. 2013;
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Governatori and Rotolo 2010; Maranhão 2017; Cristani

et al. 2017; Palmirani and Cervone 2013). Legal require-

ments are derived from legal knowledge such as laws,

regulations, standards, mandate obligations, permissions,

and prohibitions.

Despite the longstanding focus on the representation of

legal knowledge–structuring norms, normative systems,

and concepts to support tasks like legal drafting–by spe-

cialized conferences and workshops, a comprehensive

systematic literature review of legal knowledge change

management is still lacking. Existing surveys explore

adjacent topics, such as legal Q&A systems (Martinez-Gil

2023), the application of Large Language Models (LLMs)

in law (Yang et al. 2024), legal formalization (Lai et al.

2024), and an overview of the AI&Law field (Araszkiewicz

et al. 2022), i.e., a research field where Artificial Intelli-

gence (AI) is used in a legal context. This leads to the first

research question RQ1:

RQ1: How are legal knowledge changes managed in

literature?

• RQ1.1: What are the main research streams (i.e., set of

goals) in managing legal knowledge changes?

• RQ1.2: What are the key activities for managing legal

knowledge changes?

Moreover, the broader impact of legal knowledge changes

on organizational and business process compliance has yet

to be systematically investigated (López and Hildebrandt

2024). Business process compliance (BPC) ensures that

business processes adhere to legal and compliance

requirements (Sadiq et al. 2007). Compliance requirements

translate these legal obligations into actionable tasks inte-

grated within business processes, such as designing com-

pliant process models (Lohmann 2013) and verifying them

against event logs (Ly et al. 2015). Legal knowledge fre-

quently changes; for instance, the European Union adopted

668 legally binding amending acts in 2023.1 Failure to

adapt to these changes can lead to severe consequences,

including fines, reputation damage, and loss of customer

trust, as seen with General Data Protection Regulation

(GDPR) non-compliance fines of up to 20,000,000 EUR or

4% of worldwide annual turnover.2 Conversely, neglecting

the removal of constraints, such as outdated COVID reg-

ulations, can result in over-compliance, incurring unnec-

essary costs and dissatisfaction (Sai et al. 2023). Thus,

assessing the cascading impact of legal knowledge changes

on process compliance is critical in BPC management and

requires appropriate technological support. This results in

the second and third research questions of this work:

RQ2: What are limitations of current research for

managing legal knowledge changes, in particular consid-

ering their integration with BPC?

RQ3: How can legal knowledge change management

(LKCM) approaches be used to detect legal changes and

analyze their relevance for business process compliance

(BPC)?

By addressing RQ1, RQ2 and RQ3, we attempt to

analyze and pave the way towards filling the gap between

legal knowledge changes and business process compliance,

through the following contributions. First of all, we con-

duct a systematic literature review (SLR) in managing legal

knowledge changes covering multiple disciplines, with a

special focus on approaches from the field of AI&Law.

Secondly, we explore the current integration of both fields,

together with the potential of legal knowledge change

management approaches for taming their effect on business

process compliance. This exploration is two-fold. We

elaborate on the current state-of-the-art from the perspec-

tive of literature and complement this by presenting an

approach demonstrating the feasibility of integrating both

worlds. In particular, we first propose an extension of the

taxonomy by Abualhaija et al. (2024a) for representing

legal changes in the context of BPC. This extension adopts

the semantics used to capture BPC relevant information

from legal documents (Sun et al. 2024). Then, using LLMs,

we exemplify how to make use of this extended taxonomy

and present and automated approach to detect legal chan-

ges and analyze their relevance for BPC. The prototype is

publicly available as open source3 to encourage collabo-

ration and reproducibility.

The remainder of the paper is organized as follows. The

methodology employed for the SLR is detailed in Sect 2.

The findings of the SLR are described through the identi-

fied research streams in Sect. 3 and identified key activities

in Sect. 4. The limitations of both and the integration of

legal knowledge change management and business process

compliance is elaborated in Sect. 5. The suggested

approach for detecting legal changes and analyzing their

relevance for BPC, called LegalChanges4BPC, is described

and evaluated in Sect. 6. Finally, Sect. 7 concludes with a

summary of findings and an outlook on future research.

2 Systematic Literature Review Methodology

This section details our strategy for performing the struc-

tured literature review (SLR) aiming at a comprehensive1 https://eur-lex.europa.eu/statistics/2021/legislative-acts-statistics.

html, accessed 24 Apr 2026.
2 cf., Article 83, https://eur-lex.europa.eu/eli/reg/2016/679/oj, acces-

sed 24 Apr 2026.

3 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026.
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analysis of existing literature in managing legal knowledge

changes, addressing RQ1. The SLR follows the method-

ology proposed by Kitchenham et al. (2009) and adapts

insights from Boell and Cecez-Kecmanovic (2015) and

Levy and Ellis (2006) for an interdisciplinary search.

Figure 1 depicts an overview of the SLR process. The

interdisciplinary focus is reflected by considering approa-

ches from the field of AI&Law as well as Requirements

Engineering (RE), Natural Language Processing (NLP),

and Information Systems (IS), particularly Business Pro-

cess Management (BPM).

2.1 Search Strategy

The challenge of an interdisciplinary SLR search strategy,

highlighted by Boell and Cecez-Kecmanovic (2015), is to

identify a search term that achieves an effective balance

between finding all relevant literature, while picking up as

little irrelevant literature as possible. As the fields involved

in this interdisciplinary search use different interpretations

of the same terms, we divide our search by publication

venue classes to reflect these differences. This removes

many irrelevant contributions without excluding relevant

contributions through an overly restrictive search string.

For example, the term ‘‘policy’’ when used in an AI&Law

publication venue (ICAIL, AIL, JURIX, JURISIN, CSLaw,

ProLaLa Workshop) commonly refers to a legal policy. In

contrast, in an NLP venue (NLLP, ACL, EMNLP), it refers

to an agent’s strategy. Similarly, in the legal field, ‘‘article’’

refers to a defined section of a legal document. Meanwhile,

in the IS/BPM (BISE, BPM, ISJ, EDOC, CAiSE, ER) or

Requirements Engineering (RE, REJ) fields, it usually

refers to the publication itself. Thus, to identify contribu-

tions for legal change management, we create two word

groups containing terms describing change and legal

knowledge (cf. Fig. 2). Using these groups, we derive the

final search strings by testing different term combinations.

For the AI&Law field, for example, we include a paper

if it matches at least one of two criteria: a) the title contains

a keyword from Group 1 (e.g., Adapt), OR b) the abstract

contains keywords from both Group 1 (e.g., Revision)

AND Group 2 (e.g., Legislation). Meanwhile, for the NLP

search which contains significantly more publications per

year out of which very few have a legal focus, we use a

more restrictive search strategy, where a paper is included

if the abstract contains a variant of the keyword chang*

AND a variant of the keyword legal OR complian*. The

specific search strings, depending on the venue category,

are given in Fig. 1.

After conducting the search on venues from the

AI&Law field, we identify only two relevant contributions

from before 2004 (Arnold-Moor 1995, 1997), so we

restrict the further search for papers from January 2004

until October 2025 for the BPM and RE searches. As the

NLP venues publish around 3000 studies each year, we

further restrict the dates for these studies to between 2017

and October 2025. Using this strategy, we identify an ini-

tial pool of 33,245 papers (highlighted in Fig. 1). Applying

the search string filters results in a filtered pool of 704

papers, with the amount per venue category shown in

Fig. 1. Depending on the publication venue, we either

directly filtered conference-proceedings or relied on search

databases (Springer, CORE, DBLP) to filter by journal and

search string, as documented in the SLR directory of the

project Github4. For all 704 papers in the filtered pool, at

least the title and abstract were read by at least one author

to decide on final inclusion or exclusion, depending on a

set of in- and exclusion criteria.

2.2 In- and Exclusion Criteria

The main inclusion criterion IC is to include studies con-

cerned with legal change management. While trying to be

inclusive, the following exclusion criteria EC are applied

to keep the SLR focused:

EC1: Study does not propose a solution/an approach

EC2: Changes do not originate from legal sources (e.g.,

process optimization, software feature changes)

EC3: Legal information extraction and formalization

without considering legal changes

Regarding EC1, for example, Adams et al. (2025) pre-

sent an excellent overview of challenges in BPC through a

dual review of literature and industry, while highlighting

the importance of LKCM, but do not propose an approach.

In addition to excluding keynotes, position papers, and

reviews that do not propose an approach, EC1 also

excludes studies that manually analyze the effect of a

single regulation or court ruling in isolation (Helberger and

Diakopoulos 2023) and studies that focus on the analysis of

theoretical jurisprudential change (Coupette et al. 2021).

EC2 requires studies to contain a focus on process-

ing/managing legal knowledge; this excludes, e.g., Knu-

plesch et al. (2015) as it considers the impact of changes

originating from process changes rather than legal sources.

Finally, EC3 requires a change focus. Hence, studies

focusing solely on legal information extraction and for-

malization, as analyzed in surveys such as (Novotná and

Libal 2022), without considering legal changes, are

excluded. Applying the in- and exclusion criteria results in

an initial publication list of 60 papers on which we applied

snowballing to identify previously missed contributions

(cf. Fig. 1).

4 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026.
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2.3 Snowballing and Distribution of Included Papers

We conduct forward and backward snowballing using

CitationChaser (Haddaway et al. 2021), which searches

databases such as PubMed, CrossRef, Microsoft Academic

Graph, CORE, and Google Scholar. The first round starts

with the initial publication list of 60 papers. In subsequent

rounds, only the additionally included papers are consid-

ered for further snowballing until no additional papers are

included, resulting in 25 additional papers over five rounds

of snowballing (cf. Fig. 1). This results in the final publi-

cation list of 85 papers, shown in Table 1 organized by

venues and research streams.

2.4 Coding

As suggested by Saldana (2016), we employ a two-phase

coding approach. We first coded all contributions by gen-

eral aspects (e.g., year, venue, stakeholders, goals) deter-

mined before analysis in an initial deductive coding step,

before coding contributions with shared goals with addi-

tional aspects (e.g., technology used, degree of automation)

depending on their goal (inductive coding). The initial

coding used attribute coding for the involved stakeholders

(e.g., lawyers, legislators, managers), the original source of

legal knowledge (e.g., the UK GDPR), the used formats

(e.g., natural legal language vs. legal XML), the evaluation

methods, used data sets, publication year, and venue, and

reproducibility through publicly available implementa-

tions. Using focused coding, we then identified three

research streams RS1: Legal Knowledge Management

Systems (LKMS), RS2: Legal Drafting Support Systems,

and RS3: Legal Dynamics (cf. Sect. 3) dealing with four

key activities KA1: Representation, KA2: Tracking, Con-

solidation and Codification, KA3: Classification and

Interpretation, and KA4: Impact Analysis (cf. Sect. 4).

Both Palmirani and Brighi (2009) and Etcheverry et al.

(2025), for example, present approaches for (semi)-auto-

matic consolidation of legal texts (KA2) so they can be

compared regarding their input format, output format, used

technology, and automation level. However, directly

comparing contributions towards KA2 with contributions

aimed at assessing the impact of a legal change (KA4)

regarding the used technology is misleading. Accordingly,

in a second round, we applied additional attribute, magni-

tude, and focus coding, summarized in Online Appendix

Table 10, based on the key activities a contribution

addresses. It is worth noting that although a contribution

Fig. 1 Systematic literature review process adapted from Kitchenham et al. (2009)
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belongs to a single research stream, it can contribute to

multiple key activities. For example, Boella et al. (2016a)

discuss an extension to a LKMS (RS1) called Eunomos,

which uses an XML-based representation (KA1) to enable

change tracking (KA2) and classification-based interpre-

tation (KA3), so the used technology is coded twice: once

for tracking and once for interpretation.

2.5 SLR Threats to Validity

The protocol used for the SLR is based on a well-known

method (Kitchenham et al. 2009), adapted with insights

from Boell and Cecez-Kecmanovic (2015), Levy and Ellis

(2006), and Saldana (2016). Reviews following the same

protocol may, therefore, achieve similar results. However,

bias may have affected the selection of venues, the dis-

covery of the search strings, the evaluation of inclusion and

exclusion criteria, and the coding of the final publication

list. The effects of venue and search string selection bias

are mitigated through multi-stage snowballing on all

included publications to identify potentially missing pub-

lications. Edge cases when evaluating in- and exclusion

criteria were discussed with the other authors to achieve a

more objective decision. Similarly, every paper on the final

publication list was independently coded by two authors,

with inconsistencies discussed among the remaining

authors.

Table 1 Included papers divided by venue categories and research streams (RS) and sorted by date

Category (#Papers) RS Contributions (#Papers)

AI&Law (52) AIL Journal, ICAIL, JURIX,

JURISIN, ProLaLa

RS1 Boer et al. (2004); Francesconi and Passerini (2007); Brighi et al. (2008); Mazzei et al.

(2009); Boer et al. (2009); Palmirani et al. (2011); Robaldo et al. (2012); Szoke et al.

(2012); Lesmo et al. (2013); Gianfelice et al. (2013); Garofalakis et al. (2016a); Al-

Abdulkarim et al. (2016); Boella et al. (2016a); Schmitz et al. (2017b); Asooja et al.

(2017); Palmirani et al. (2017); Slingerland et al. (2018); Górski (2019); Boella et al.

(2019); Tamargo et al. (2019); Fernandes et al. (2020); Atkinson and Bench-Capon

(2023) (22)

RS2 Arnold-Moor (1995, 1997); Ogawa et al. (2007); Brighi and Palmirani (2009); Spinosa

et al. (2009); De Maat et al. (2009); Palmirani and Brighi (2009); Smywinski-Pohl

et al. (2021); Palmirani et al. (2021); Hershowitz and Mador-Haim (2023); Mador-

Haim and Hershowitz (2023) (11)

RS3 Martinek and Cybulka (2005); Governatori et al. (2005, 2007); Stolpe (2010);

Palmirani and Cervone (2013); Governatori et al. (2013); Cristani et al. (2017);

Maranhão (2017); Tamargo et al. (2017); Maranhão and Sartor (2019); Rotolo et al.

(2021); Moguillansky et al. (2024) (12)

RS4 Lame and Desprès (2005); Hemberg et al. (2015); Serrano and Satoh (2019);

Yamakoshi et al. (2020); Lu et al. (2022); Fungwacharakorn et al. (2023a, 2023b) (7)

Others (6) A&C, ICON, AAMAS, KR,

MoDELS, Applied Ontology

RS1 Lesmo et al. (2008); Ajani et al. (2016); Al-Abdulkarim et al. (2019) (3)

RS3 Boella et al. (2009); Gómez-Sebastià et al. (2012) (2)

RS4 Sunkle et al. (2015) (1)

Logic (5) JoLLI, IGPL, IfCoLog, DEON, ICLP RS3 Governatori and Rotolo (2010); Rotolo (2010); Boella et al. (2016b); Tamargo et al.

(2021) (4)

RS4 Arias et al. (2022) (1)

E-Government (5) EGOV, EGOVIS, JeDEM RS1 van Engers and Boer (2011); Schmitz et al. (2017a); Palmirani and Liga (2022) (3)

RS2 Palmirani (2022) (1)

RS3 Palmirani and Brighi (2006) (1)

Information Syst. and BPM (6) ICIS, PCI,
BISE, AIxIA, BPM, JIS, CAiSE

RS1 Lesmo et al. (2009); Carrasco et al. (2013); Butler et al. (2015); Garofalakis et al.

(2015, 2016b); Sunkle et al. (2016) (6)

Requirements Eng. (7) RE, REFSQ RS1 Gordon and Breaux (2012); Breaux and Gordon (2013); Gordon and Breaux

(2013a, 2013b); Abualhaija et al. (2024a) (5)

RS4 Maxwell et al. (2012); Robol et al. (2019) (2)

Comp. Linguistics (2) CLiC-it, LREC RS1 De Maat and Winkels (2010) (1)

RS2 Fabrizi et al. (2021) (1)

NLP (and Law) (2) NLLP, ACL, EMNLP RS1 Chalkidis and Søgaard (2022) (1)

RS2 Etcheverry et al. (2025) (1)
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3 General Overview of Papers and Research Streams

This section addresses RQ1.1 by providing first a general

overview of the retrieved papers and later analyzing the

main research streams in managing legal knowledge

changes (cf. Table 1 for a summary).

The distribution of papers from the final publication list

by year reveals four patterns: (1) an increase in publica-

tions in 2009 after the financial crisis in 2007–2008 led to

an increase in regulations (e.g., Dodd-Frank Act5), (2) a

biyearly increase aligning with the years in which the

International Conference on Artificial Intelligence and Law

(ICAIL) took place, (3) a drop in publications during

COVID restrictions in 2020 and (4) the widespread adop-

tion of COVID regulations and improvements in machine

learning techniques renewing interest in improving the

state of the art in legal change management in 2021–2024.

(4) is corroborated by the fact that the ICAIL conference

will take place every year starting from 2025.6

The largest research stream identified during coding,

covering 48% (RS1) of papers from the final publication

list, focuses on creating Legal Knowledge Management

Systems (LKMS). These systems provide features like

searching, classifying, annotating, and managing legal

knowledge to address legislative changes (Robaldo et al.

2012) highlighting the importance of Legal XML (Boella

et al. 2016a).

Legal or legislative XML refers to multiple formats for

different jurisdictions that adhere to the Akoma Ntoso

standard developed for all African legislative bodies in

2004, based on the NIR standard introduced in 2001. They

provide a structured format to enable management and

retrieval of norms based on legal ontologies, utilizing that

XML is hierarchical and rigorous while remaining

extendable and flexible (Sartor et al. 2011). As of 2025,

many jurisdictions provide legislation in legal XML for-

mats such as EUR-Lex ,7 LexML ,8 and Akoma Ntoso .9

Legal-XML and other semantic-web-based representations

for legal changes are analyzed in regards to KA1

(Sect. 4.1), while different classification, interpretation and

impact analysis approaches essential for LKMS contribute

to KA3 (Sect. 4.3) and KA4 (Sect. 4.4).

Approximately 16% (RS2) of papers on the final pub-

lication list focus on legal drafting support systems, a

specialized form of LKMS designed to assist legislators in

drafting laws. Current approaches (Mador-Haim and Her-

showitz 2023) also utilize Legal XML formats for ver-

sioning and classifying legal documents, but additionally

focus on enabling automatic consolidation and codification

of laws through custom formal languages (Hershowitz and

Mador-Haim 2023; Etcheverry et al. 2025). Consolidation

refers to the act of ‘‘combining an original act with all its

subsequent amendments and corrections into a single easy-

to-read document’’.10 Codification refers to ‘‘bringing

together a legal act (or several related acts) and all its

amendments into a single new act’’11 such that it legally

replaces the previous versions. Consolidation and codifi-

cation techniques are analyzed as tracking approaches in

KA2 (Sect. 4.2).

A major theoretical research stream (24% RS3) studies

how laws evolve over time, focusing on mechanisms of

change, their implications for legal reasoning and for-

mal/logical change representations. The AGM theory of

Belief Revision (Alchourrón et al. 1985) and Temporal

Defeasible Logic (Governatori et al. 2007) serve as the two

corner stones around which contributions in this research

stream propose different representations, which are ana-

lyzed in KA1 (Sect. 4.1).

Finally, 12% (RS4) of papers on the final publication list

fall outside of these major research streams, as they focus

on specific applications or technologies such as predicting

tax evasion schemes (Hemberg et al. 2015) or using draft

versions of laws to predict final versions (Maxwell et al.

2012).

4 Key Activities for Managing Changes in Legal

Knowledge

In this section, the analysis of the included papers is

extended to address RQ1.2, focusing on the key activities

(KA) involved in managing changes to legal knowledge for

each publication. First, we provide an overview of all

identified KAs in Fig. 3 which illustrates the different KAs

through the example of how Article 8 of the GDPR is

implemented in the UK. This is followed by a detailed

analysis of each KA in Sect. 4.1–4.4.

The evolution of Article 8 of the UK-GDPR is repre-

sented at the top of Fig. 3 using a timeline. Article 8

extends the regulations concerning the lawfulness of per-

sonal information processing described in Article 6 with

additional constraints that apply when a data subject is

underage. On 27/04/2016, the Regulatory Document before
5 Dodd-Frank Act https://www.cftc.gov/sites/default/files/idc/groups/

public/@swaps/documents/file/hr4173_enrolledbill.pdf, accessed 24

Apr 2026.
6 https://sites.northwestern.edu/icail2025/, accessed 24 Apr 2026.
7 https://eur-lex.europa.eu, accessed 24 Apr 2026.
8 https://www.lexml.gov.br, accessed 24 Apr 2026.
9 http://akomantoso.info, accessed 24 Apr 2026.

10 https://eur-lex.europa.eu/EN/legal-content/glossary/consolidation.

html, accessed 24 Apr 2026.
11 https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=LEGIS

SUM:codification, accessed 24 Apr 2026.
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the Changes, intended for incorporation into the UK’s

GDPR upon Brexit (enacted on 01/02/2020), was pub-

lished. All modifications to Article 8 are summarized in

Statutory Instrument 2019/419 (dated 28/02/2019). On 31/

12/2020, the UK GDPR was updated to the Regulatory

Document after the Changes, which serves as the source of

legal knowledge. The main changes to the regulation were

to allow the data subject to consent to their data processing

without the consent of the holder of parental responsibility

at a younger age, or in the case of preventive and coun-

seling services. In this scenario, no additional effort was

required to identify the change because it was explicitly

specified (KA2). Between the regulatory document before

and after the changes, five changes (C1!C5) occurred, as

detailed in the first table. This legal knowledge can then be

converted, either manually or automatically, into repre-

sentations that support change management (i.e., KA1). On

the left side, changes C1–C5 are captured using belief

revision on input–output logic. On the right side, Akoma

Ntoso is employed to represent change C1 in a semantic-

web representation. At the bottom of Fig. 3, there is an

example of KA3, which addresses legal change classifica-

tion and interpretation, applied to change C5, along with a

demonstration of KA4, the activity focused on impact

analysis.

Fig. 3 KAs in the context of UK GDPR article 8
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4.1 KA1: Representation of Legal Knowledge

with Change Support

Overview Figure 4 provides an overview of the final pub-

lication list classified by the origin of the legal knowledge

on the x-axis, e.g., amendment, and its format on the

y-axis, e.g., logical format. Based on the origin, legal

knowledge can be changed either explicitly or implicitly

(Coupette et al. 2021). For an explicit change, the legal

framework is directly modified, e.g., through modificatory

provisions or new directives. Meanwhile, implicit changes

contextualize or clarify the legal framework without

altering it, e.g., through court decisions or normative cita-

tions. The majority of analyzed papers focus on explicit

changes, suggesting a lack of focus on implicitly intro-

duced changes.

The bottom part of Fig. 4 maps each paper to a repre-

sentation used for change management, including (i) logi-

cal representations, such as temporalized belief revision,

(ii) semantic-web-based representations, and (iii) other

representations. Notably, legal knowledge initially pre-

sented in natural language is transformed into machine-

readable formats to facilitate change processing. Each

category of these representations is analyzed below.

(i) Logical Representations Supporting Changes in

Legal Knowledge Approaches of this category propose

different logical representations to enable modeling chan-

ges in normative systems. As such, they are compared

w.r.t. which change types and change operations the con-

tribution considers. Change type categorizes the effect of a

modification on a normative system (e.g., expansion, con-

traction, or revision), while change operation specifies the

legal mechanism used to enact it. For example, an expan-

sion (change type) is achieved through promulgation

(change operation), i.e., the introduction of a new norm.

Table 2 shows the logical approaches alongside the sup-

ported change types and corresponding change operations

complemented by additional aspects of these changes,

including modifying the effective time of norms, modify-

ing when changes apply, and modifying norm priorities.

Together, these tables provide a holistic view of the types

of changes and the key dimensions they impact, as dis-

cussed through the lenses of AGM theory, Belief revision,

Defeasible logic, and Abstract Dialectical Frameworks

(ADFs), which are discussed below.

AGM theory provides a robust framework for under-

standing how a legal system might logically revise its laws

over time. It does not model the temporal aspects of the

revisions and focuses on logical consistency and minimal

change rather than on the specific timing of legal changes.

To fully capture how the law evolves, including the tem-

poral ordering, duration, and timing of legal changes,

temporalized belief revision (Moguillansky et al. 2024;

Tamargo et al. 2017, 2019, 2021) or other temporal

extensions of AGM are needed. These extended frame-

works allow for a more nuanced and dynamic representa-

tion of legal evolution, reflecting how laws change and how

their applicability and relevance evolve.

Belief revision within an Input/Output architecture

focuses on how a system dynamically updates its beliefs in

response to new regulations or legal changes received as

input (Maranhão 2017; Maranhão and Sartor 2019). In this

context, regulations and legal amendments are the ‘‘data’’

that the system must process, continuously revising its

beliefs to reflect the most current legal landscape. This

method offers several advantages, particularly when laws

and regulations are frequently updated. This approach can

be enhanced by incorporating formal methods such as

event calculus, implemented in Prolog, to model the

dynamics of legal provisions over time (Martinek and

Cybulka 2005). Furthermore, a multi-agent system (MAS)

approach can be employed to simulate and manage the

interactions between various legal agents, such as courts,

legislators, and regulatory bodies. MAS allows these agents

to autonomously revise their beliefs and coordinate their

actions in response to new legal developments, thereby

supporting a more distributed and scalable approach to

legal change management (Rotolo et al. 2021).

Defeasible logic is particularly well-suited to modeling

legal reasoning and change because the law often involves

rules subject to exceptions, conflicts, and hierarchical

ordering (e.g., constitutional law overrules statutory law)

(Governatori et al. 2005; Governatori and Rotolo 2010;

Tamargo et al. 2021). It is designed to handle scenarios

where rules may conflict, especially after changes occur,

and where certain legal principles must take precedence

over others. This makes defeasible logic a highly reliable

approach for systems that need to navigate the complexities

of legal hierarchies and exceptions, ensuring that the most

applicable and authoritative rules are consistently enforced.

Fig. 4 Mapping origin source and format
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However, defeasible logic struggles to handle scenarios

where the timing of events is critical or where the rules

themselves evolve or apply differently over time. For this

reason, temporal defeasible logic was developed, enabling

the modeling of legal reasoning that considers not only the

content and hierarchy of rules but also their temporal

dimensions (Governatori et al. 2007; Rotolo 2010; Cristani

et al. 2017). Similarly, Dynamic Context Logic offers

another powerful framework for modeling the evolution of

norms and contexts in dynamic environments, where the

context itself can change over time, directly affecting the

applicability of norms (Gómez-Sebastià et al. 2012). To

address the dynamic complexity of such models, mathe-

matical approaches combined with visualization tools can

be employed to enhance understanding and decision-mak-

ing (Palmirani and Cervone 2013).

Building on these approaches, ADFs provide a formal-

ism for modeling conflicts and dependencies in legal rea-

soning, including the evolution of norms over time (Al-

Abdulkarim et al. 2016, 2019; Atkinson and Bench-Capon

2023). Breaux and Gordon (2013) propose a semi-formal

representation for legal requirements to structurally capture

regulatory obligations. Tools like Answer Set

Programming (ASP) and Prolog extend reasoning capa-

bilities in dynamic systems such as Building Information

Modeling (BIM), enabling the querying and management

of evolving regulatory requirements (Arias et al. 2022).

Exception factors are modeled using logic programming

within an open linked data framework, as shown by

Fungwacharakorn et al. (2023a). These approaches

advance the ability to address complex legal scenarios and

manage interconnected datasets effectively.

(ii) Semantic-web-Based Representations Supporting

Changes in Legal Knowledge Semantic-Web-based repre-

sentations are primarily utilized in papers classified under

RS1 and RS2. These papers (c.f. Online Appendix

Table 11) adopt a practical approach, emphasizing the

storing and querying of legal knowledge, including chan-

ges. They are often used in legal drafting, aiming to create

regulatory documents consistently provided in a semantic-

web-based format. Unlike logical representations, which

are rooted in norms expressed in a logical form, semantic-

web-based representations stem from legal and legislative

resources. One notable advantage of semantic-web-based

representations is their clear separation of content, meta-

data, and presentation, ensuring better organization and

Table 2 Change types, change operations, and additional aspects supported by logical representations

Change type References Change operation References

Expansion:
Addition/

Insertion of

norms

AGM (Governatori et al. 2013; Boella et al.

2009, 2016b), Belief revision on input/output logics

(Maranhão 2017), pure input/output logics

(Maranhão and Sartor 2019), temporalized belief

revision (Moguillansky et al. 2024), custom

formalism (Gómez-Sebastià et al. 2012)

Derogation:
Limiting of norms

(e.g., exceptions)

AGM Defeasible logic (Governatori et al. 2005;

Governatori and Rotolo 2010), temporal defeasible

logic (Cristani et al. 2017; Governatori et al. 2007),

AGM (Stolpe 2010), other mathematical models

(Martinek and Cybulka 2005; Palmirani and

Cervone 2013)

Contraction:
Deletion/

Removal/

Repeal

Annulment:
Invalidating

norms

retroactively

Revision:
Modifying

norms

Abrogation:
Invalidating

norms

prospectively

Substitution:
Replacement of

norms

Promulgation:
Enters into force

Additional Modifiable Aspects

Effective Time of Norms: Modifications affecting time-related

aspects of norms, such as when they come into existence, when they

are in force, when they produce effects, and until when they hold.

Temporalized belief revision ((Tamargo et al. 2017, 2019, 2021)),

defeasible logic (Tamargo et al. 2021), MAS (Rotolo et al. 2021), and

event calculus (Martinek and Cybulka 2005)

Time When Change Applies: Retroactive changes (Ex Tunc) and
prospective changes (Ex Nunc).

(Cristani et al. 2017; Martinek and Cybulka 2005; Rotolo 2010;

Palmirani and Cervone 2013; Gómez-Sebastià et al. 2012)

Priorities: Modifying the structure or priority of norms, often related

to dynamic complexity using mathematical models.

(Palmirani and Cervone 2013)
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flexibility. From the analyzed papers, three key semantic-

web-based technologies have been identified to represent

changes in legal knowledge: XML-based, Resource

Description Framework (RDF), and Ontology-based.

XML-based: Table 11 in the online appendix shows the

progression from application-specific markup languages

such as SGML (Arnold-Moor 1995, 1997) to standardized

XML formats such as NIR, Akoma Ntoso, and EUR-Lex.

In (Ogawa et al. 2007; Garofalakis et al. 2015, 2016a, b;

Sunkle et al. 2015; Smywinski-Pohl et al. 2021) legal

knowledge is represented using XML-based formats to

manage changes. Various workshops, including Workshop

on an Open XML Interchange Format for Legal and Leg-

islative Resources, aimed to create a jurisdiction-indepen-

dent XML standard, leading to the development of CEN

Metalex XML (e.g., (Schmitz et al. 2017a; Szoke et al.

2012)). CEN Metalex defines requirements for XML

vocabulary, document metadata, and naming conventions.

Meanwhile, Akoma Ntoso (Palmirani et al. 2017; Palmi-

rani and Liga 2022; Palmirani et al. 2021; Palmirani 2022)

is extended with tailored support for specific document

types, such as parliamentary, legislative, and judicial

documents.

RDF and Ontology-based: In contrast to XML’s focus

on structuring data, RDF focus on the representation of

relationships and semantics. In (Carrasco et al. 2013;

Schmitz et al. 2017b), legal knowledge, including changes,

is represented using RDF-based approaches, enabling

efficient querying, integration, and analysis of evolving

legal information through structured formats and semantic

relationships. Carrasco et al. (2013) compare various

(RDF-based) data models, highlighting the projects

responsible for their development. Additionally, many

legal XML formats can be converted to RDF, enhancing

interoperability and usability. Ontology-based approaches

further extend these capabilities by offering domain-

specific conceptual models. For instance, the European

Legal Taxonomy Syllabus (ELTS) Ontology (Ajani et al.

2016) provides a structured framework for representing and

analyzing legal terms and relationships within European

law. Similarly, Butler et al. (2015) combine the expressive

power of the Web Ontology Language (OWL) with

industry-specific regulatory concepts, enabling advanced

reasoning and compliance checks in the financial sector. In

comparison, Robol et al. (2019) use a description logic-

based framework to model changing privacy laws. In

general, ontologies enhance legal knowledge representa-

tion through richer semantics, but often require significant

manual effort to create.

(iii) Other Representations Supporting Changes in Legal

Knowledge: Several papers use neither a purely logical nor

a semantic-web-based representation. Here, we identify

three small clusters: (1) change representations designed to

fit an NLP task, (2) visual change representations, and (3)

change representations highly tailored to specific use cases

or systems.

A major contribution to NLP-oriented legal change

representations is by Abualhaija et al. (2024a), who intro-

duce a taxonomy for characterizing legal changes across

textual, deontic, semantic, and pragmatic layers. Citation

Modeling and Processing Language (CIMPL) and

Amendment Processing Language (AMPL), proposed by

Mador-Haim and Hershowitz (2023), further advance this

area by defining the semantics of English phrases using a

Categorial Grammar lexicon, enabling precise and auto-

mated representation of legal amendments. Other papers

with similar NLP-oriented goals (Asooja et al. 2017;

Slingerland et al. 2018; Górski 2019; Yamakoshi et al.

2020; Fernandes et al. 2020; Fungwacharakorn et al.

2023b) do not specifically address the change representa-

tion. Visual representations of legal change remain espe-

cially limited, with only Arnold-Moor (1995) and Coupette

et al. (2021) using network graphs to analyze changes.

Broader frameworks incorporating change representations

include Hemberg et al. (2015), who models transaction

networks with simulated audit scores, Serrano and Satoh

(2019), who apply an agent-based model in NetLogo with a

secondary focus on policy change representation, and

Gordon and Breaux (2012, 2013b) who present a highly

manual watermarking method for aligning and reconciling

differences in the legal frameworks used in different

jurisdictions.

4.2 KA2: Legal Change Identification, Tracking

and Consolidation

Identifying and tracking changes in laws to create a con-

solidated (and, finally, codified) version that represents the

original act and all its subsequent changes in a single easy-

to-read document is a standard task in the AI&Law field.

The earliest approaches toward supporting consolidation

are presented by Martinek and Cybulka (2005) and

Palmirani and Brighi (2006) from the legal dynamics

research stream. They use manually created formal repre-

sentations to create versioned laws, similar to a version

control system using legal XML. The first automated

consolidation approach is presented by Ogawa et al.

(2007), who analyzed over 6000 amendments to identify

the most commonly used amendatory phrases. These are

then used to create consolidated versions of Japanese law

using regular expressions (recall of 98 and precision of

99%). Garofalakis et al. (2015, 2016b) also use regular

expressions with amendatory phrases to create consolidated

versions of Greek law, but require significant manual pre-

processing to transform legal documents from PDF into a

custom XML format. A generative approach by Etcheverry
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et al. (2025), evaluated on what they consider a highly

complex french bill, achieves much lower accuracy

(61–63%), but requires less preprocessing as they use

natural legal language inputs. The Eunomos system by

(Boella et al. 2016a), also allows for tracking of changes

through a versioning system and extracts amendatory

phrases to identify amendments, but does not directly

create a consolidated version. The Comparative Prints

Suite by (Mador-Haim and Hershowitz 2023) includes

versioning, identification, and consolidation features, while

moving towards automated codification, by storing

amendments in an executable language.

Overall, long-term change tracking is well addressed

through versioned law documents in legal XML formats.

Automated consolidation of law is highly successful as

long as legal texts are provided in computer-readable for-

mats with annotated metadata (such as Akomo Ntoso or

MetaLex). Automated codification of law can be approa-

ched through executable amendments, but human input is

vital. Accordingly, systems that support lawmakers in

consolidation are widespread, and automated consolidation

has been implemented with high recall and precision for

specific domains. The main gaps and challenges are a lack

of publicly available solutions and datasets, overcoming

the significant manual work involved with codification, and

comparing consolidation/codification approaches across

multiple jurisdictions.

4.3 KA3: Legal Change Classification

and Interpretation

This section focuses on the sub-key activities of Classifi-

cation and Interpretation, outlining their methods and

contributions to analyzing legal changes. Below, each one

is discussed in detail.

The first sub-key activity, Classification (cf. Table 3),

refers to approaches that categorize identified changes with

the help of structured forms, such as trees (Palmirani et al.

2011) or text chunks (Spinosa et al. 2009), using text

classification strategies like keyword matching. This highly

automated and reliable approach is sometimes referred to

as a form of interpretation (Boella et al. 2016a). However,

the interpretation provided by such methods is limited to

sentence-based classification without analyzing the actual

semantics of the changes. As a result, the outcomes differ

significantly from interpretation performed by legal

experts.

The second sub-key activity, Interpretation (cf.

Table 4), involves the analysis of changed legal documents

with an aim to emulate the reasoning of legal experts. In

many cases, legal experts are supported by tools such as

graphs and classification systems (Sunkle et al. 2015;

Palmirani et al. 2021). However, recent approaches attempt

to develop highly automated solutions by restricting the

interpretation to specific tasks, such as assessing the simi-

larity between an EU directive and corresponding national

legislation (Palmirani 2022) or evaluating the accuracy of a

machine translation of changed legislation (Yamakoshi

et al. 2020). Furthermore, LLMs hold promise for this task.

For example, Abualhaija et al. (2024a) explored the use of

purely prompt engineering without fine-tuning or custom

training data, highlighting the potential of LLMs in legal

interpretation. This aligns with the growing interest in

applying LLMs to legal tasks, as seen in recent surveys

(Yang et al. 2024; Martinez-Gil 2023).

4.4 KA4: Impact Analysis of Legal Change

The main challenge in comparing approaches regarding

impact analysis lies in how different stakeholders define

different types of changes as being significant. We found

that governmental and industrial organizations are pri-

marily interested in how changes in legal knowledge affect

compliance (Table 5), while legislators are obligated to

assess how existing legislation is affected by new legisla-

tion (Table 6).

The interests of governmental and industrial organiza-

tions w.r.t. identifying the impact of legal changes are

addressed to a medium level. Some LKMS are extended

with features to identify significant changes (Asooja et al.

2017). Arias et al. (2022) use Constraint Logic Program-

ming and Answer Set Programming to allow for automated

Table 3 Legal Change Classification

The syntax of the legal document is analyzed using NLP techniques to create a structured representation of the sentences. Parts of the structured

representation (such as the verb identified using a syntax tree) are then matched against key phrases to classify what type of change the sentence

describes

Publications Lame and Desprès (2005); Brighi et al. (2008); Spinosa et al. (2009); Palmirani and Brighi (2009); Palmirani et al. (2011);

Boella et al. (2016a)

Technologies legal XML to create structured representations such as trees and text chunks Keyword-matching on structured representations;

Cosine Similarity and Levenshtein Distance

Automation Highly Automated, using classification techniques
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reasoning of whether a current model state still conforms to

updated regulations. Abualhaija et al. (2024a) evaluate

how LLMs can be used to identify and classify both sig-

nificant changes as well as how they affect existing

requirements. Finally, Hemberg et al. (2015) use genetic

algorithms to simulate the evolution of tax systems to

identify new tax evasion schemes.

Overall, while a decent amount of solutions exist, they

are all recent and at an early level of development. Fur-

thermore, there seems to be no consensus on methods for

assessing the impact of legal changes in the AI&Law field.

However, several contributions agree on challenges such as

the lack of legal datasets that can be used as ground truth

for supervised learning techniques and evaluation

(Slingerland et al. 2018) as well as the difficulty of rep-

resenting legal documents using constructed languages

(e.g., Legal XML), since any constructed language is a

subset of natural language (Palmirani 2022).

From a drafting perspective (cf. Table 6), the most

important impact assessment is to identify all existing

legislation that is affected by incoming changes. Mador-

Haim and Hershowitz (2023) store versions of legal doc-

uments in a legal XML database and identify which doc-

uments are affected by a new incoming bill. While they

highlight that identifying the correct bill is challenging,

they do not present their strategy to protect their corporate

interests. Similarly, Fungwacharakorn et al. (2023b)

attempt to use constraint hierarchies to identify which

regulations are affected by legislative changes. Their

solution is not implemented and relies on the manual

translation of legal documents into constraint hierarchy

diagrams consisting of propositional logic, which relies on

manual expert work and suffers from the mentioned

expressivity gap between natural and formal languages

(Palmirani 2022).

Table 4 Legal Change Interpretation

An interpretation of the content of a legal document as if performed by a legal expert. Both computer-supported, manual approaches as well as

approaches that are very task/domain specific but allow for higher automation.

Publications Gordon and Breaux (2012, 2013a, 2013b); Sunkle et al. (2015); Yamakoshi et al. (2020); Palmirani et al. (2021) Palmirani

(2022); Abualhaija et al. (2024a)

Technologies Manual, supported with diff texts, coverage modeling and watermarking techniques, Graphs; Levenshtein Distance and

Similarity Indexes, Classification using Support Vector Machines (SVM), Naive Bayes, Word2Vec, Correspondence Analysis

Automation Highly Manual, with computerized support for general interpretation Semi-automated, for very specific tasks

Table 5 Impact Legal Change on Compliance

Stakeholders Primarily: Governmental and industrial organizations; Secondary: Enforcement, General Public

Example A new regulation requires personal data to be stored only in servers in the European Union. A company that stores its customer’s

information on an overseas cloud needs to change its infrastructure to comply with the new Regulation

Publications Asooja et al. (2017); Arias et al. (2022); Abualhaija et al. (2024a); Slingerland et al. (2018); Hemberg et al. (2015)

Technologies Keyword Matching; Classification using SVM, Decision Trees, and Random Forest; Constraint Logic Programming Answer Set

Programming; LLMs with Prompt Engineering; Grammatical Evolution and Genetic Algorithms

Automation Some automation, but largely manual

Table 6 Impact of Legal Change on Existing Legislation

Stakeholders Primarily: Drafting; Secondary: Industry and Academia

Example A new bill should be passed in the United States, but it might conflict with existing law. Therefore according to the ‘‘Ramseyer

Rule’’ a report that shows how the bill will affect existing law needs to be created

Publications Hershowitz and Mador-Haim (2023); Mador-Haim and Hershowitz (2023); Slingerland et al. (2018); Fungwacharakorn et al.

(2023b)

Technologies legal XML databases with versioning; Keyword Matching between Documents Classification using Decision trees, Gradient

Boosting, and Random Forest; Constraint hierarchies, case models

Automation Highly Automated, but Human is kept in/on the loop
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In summary, existing approaches identify legal docu-

ments affected by a changed law or a landmark case

through versioned databases using keyword matching and

standard classification algorithms. A major challenge here

is the lack of comparability and reproducibility due to the

prevalence of proprietary solutions.

5 Findings, Limitations of LKCM Approaches,

and Connection to BPC

This section provides a summary of the findings and lim-

itations of current research on managing legal changes,

addressing RQ2. The section also highlights the limitations

of practical implementations, particularly the lack of focus

on measuring the impact of legal changes on business

process compliance.

5.1 Representation and Classification of Legal Changes

In the analyzed papers, legal changes are either studied in

textual form (59/85) (see Fig. 4), logical form (19/85), or in

other (application) specific forms (7/85). Nearly all con-

tributions (82/85) only consider explicit legal changes,

while legal experts highlight the importance of implicit

changes (Coupette et al. 2021). The most commonly dis-

cussed characteristics used to define legal changes include

legal change type (i.e., the effect of a change on the nor-

mative system), legal change operations (i.e., the legal

mechanisms used to enact the change), and additional

aspects (e.g., the effective time of a norm, when the change

takes effect, and norm priorities). However, across the

surveyed contributions, there is no agreement on a formal

or semantic-web-based change representation (Garofalakis

et al. 2016a; Smywinski-Pohl et al. 2021) and different

terms are often used to describe the same concept (e.g.,

retroactive invalidation referred to as backward

invalidation).

5.2 Semantic-Web-Based Change Management

Among the papers that analyze legal changes in textual

form, 28/59 consider them in a structured format (e.g.,

Legal XML). This highlights an increasing focus on

machine-readable legal texts, enabled by state-level actors

providing new legislation in legal XML formats. The most

well-established XML-based extensions, such as Akoma

Ntoso and EUR-Lex (see Online Appendix Table 12),

embed metadata that characterizes legal changes, e.g., the

effect date, affected articles, type of change, legal source,

and applicability scope, reducing the need for manual

identification of a legal change. These structured formats

facilitate efficient structuring, retrieval and supporting

question-answering systems for legal change analysis.

Other representations, such as RDF and ontology-based

models (e.g., Carrasco et al. (2013); Butler et al. (2015);

Ajani et al. (2016)) capture relationships and semantics,

providing crucial context for legal changes. Additionally,

linked data (e.g., Fungwacharakorn et al. (2023a)) supports

the management of new references introduced by legal

updates. A key downside of semantic-web-based approa-

ches is that extraction from natural language documents is

not yet fully automated and is particularly challenging for

implicit change sources.

5.3 Formalized Norms-Based Change Management

On the other hand, 19 out of the 85 papers focus on

changes derived from formalized norms, providing a more

precise analysis of legal changes. For example, in Tamargo

et al. (2021), the study clearly examines the contraction,

expansion, revision, and temporal aspects of legal norms.

Normative frameworks built on formalized norms can, for

instance, forecast the impact of new regulations, enabling

businesses to adapt proactively. However, while logical

models offer high precision, they lack the flexibility and

contextual richness of machine-readable textual represen-

tations, which are better suited to capturing the complexity

of real-world legal dynamics.

5.4 Tracking, Consolidation and Codification

With legal change tracking achieved through proprietary

LKMS using legal version control systems (Boella et al.

2016b), research interest in legal change tracking is shifting

toward automatic consolidation and codification (cf.

Fig. 5). Tracking improves transparency by systematically

recording legal changes, while consolidation provides a

view of an act as applicable at a specific point in time.

Automatic consolidation appears highly successful through

legal XML-based approaches using regular expressions in

specific jurisdictions (Ogawa et al. 2007; Garofalakis et al.

2015). Meanwhile, generative consolidation achieves much

lower accuracy, but can be applied across different juris-

dictions to natural legal language documents, which can be

essential for considering implicit sources of legal change

(e.g. court decisions) and improving generalizability.

Automatic codification can be achieved by translating

amendments into machine-executable rules to automati-

cally detect inconsistencies and apply updates. However, it

has not yet been widely explored, due to socio-technical

challenges in the legislative process (Mador-Haim and

Hershowitz 2023).
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5.5 From Classification to Interpretation of Legal

Changes

While legal XML formats support legal change metadata to

enable change classification (Boella et al. 2016a), they still

need further development to fully enable the automation of

legal change interpretation. Initially, research focused on

classifying legal changes (Palmirani et al. 2011), but over

time, classification evolved into a tool for legal interpre-

tation through categorization and reasoning (Boella et al.

2016a; Sunkle et al. 2015; Palmirani et al. 2021). In this

context, Chalkidis and Søgaard (2022) show that legal

classification results can be improved by using a time-

sensitive training/test split rather than a random split, due

to the dynamicity of law. Recently, focus has shifted

towards direct interpretation without prior classification to

emulate the reasoning of legal experts (Palmirani 2022;

Yang et al. 2024; Abualhaija et al. 2024a). This shift relies

on automatically inferring meaning from context, such as

distinguishing whether the word shall denotes a legal

obligation or a mere future event. However, developing

and evaluating context-aware models is challenging due to

the scarcity of labeled legal datasets (Slingerland et al.

2018).

5.6 Stakeholder-Specific Impacts of Legal Changes

The analysis of the impact of legal changes across the

studied papers reveals that different stakeholders, such as

governmental bodies, industrial organizations, and legal

academia, focus on different aspects of legal change.

Governmental and industrial organizations primarily con-

centrate on how legal changes affect compliance, with a

significant challenge being the lack of consensus on what

constitutes a significant change (Asooja et al. 2017).

Technologies like Constraint Logic Programming (Arias

et al. 2022), LLMs (Abualhaija et al. 2024a), and genetic

algorithms (Hemberg et al. 2015) have been applied, but

many solutions are still in early development stages

(Slingerland et al. 2018). Legal academia focuses on both

governmental and industrial interests with an additional

focus on legal dynamics and jurisprudence (Coupette et al.

2021).

5.7 Limitations in Practical Implementation

The analysis shows that legal changes are primarily

examined in textual or logical forms, with increasing

adoption of structured, machine-readable formats to sup-

port automation and analysis of legal changes. Well-sup-

ported representation frameworks, such as the UK

adaptation of EUR-Lex 12 and metadata-rich formats,

demonstrate practical tracking capabilities. However,

despite these advancements, few open-source projects

leverage the knowledge extracted from legal changes.

Many initiatives studying legal changes (see Online

Appendix Table 13) were short-lived, with unmaintained

projects like MIREL (Tamargo et al. 2019; Cristani et al.

2017) and broken links (e.g., Schmitz et al. (2017a); Ajani

et al. (2016); Gómez-Sebastià et al. (2012); Lesmo et al.

(2009); Palmirani et al. (2011); Palmirani and Brighi

(2009); Lesmo et al. (2008)). Notably, among the identified

open-source projects, few progress beyond change repre-

sentation to actual use of legal change analysis (see

Table 7). This gap persists despite growing governmental

support for open legal data, as seen in Switzerland’s

EMBAG framework,13 suggesting untapped potential for

applied research.

5.8 Impact of Legal Changes on Business Process

Compliance

From our SLR, only two studies (cf, Sunkle et al. (2015);

van Engers and Boer (2011)) suggest integrating BPC and

LKCM but lack implementation and focus mainly on legal

change management (e.g., tracking legal changes). Others

mention it as a future direction (Boella et al. 2016a). These

findings align with a related recent SLR on formal methods

in BPC (López and Hildebrandt 2024) which found that

only 6 out of 46 contributions focus on extracting business

process compliance requirements directly from legal texts,

with many methods relying on manual extraction without

addressing adaptation to legal changes.

Fig. 5 From tracking of legal

changes to automated

consolidation and codification

12 UK adaptation of EUR-Lex: https://www.legislation.gov.uk,

accessed 24 Apr 2026.
13 Switzerland’s EMBAG framework: https://www.fedlex.admin.ch/

eli/cc/2023/682/de, accessed 24 Apr 2026.
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Overall, BPC and LKCM efforts remain disconnected,

lacking integration of legal change insights into BPC

frameworks. In Sect. 6, we present an automated approach

called LegalChanges4BPC that constitutes a first step

towards detecting legal changes and analyzing their rele-

vance for BPC.

6 Legal Changes and Their Relevance for Business

Process Compliance

This section addresses RQ3 by introducing Legal-

Changes4BPC, an automated approach for detecting legal

changes and analyzing their relevance for BPC. The

importance of analyzing their relevance is discussed in

Sect. 6.1. The proposed automated approach is detailed in

Sect. 6.2. The evaluation is described in Sect. 6.3, covering

two real-world regulatory scenarios. Lastly, Sect. 6.4 dis-

cusses the automated approach’s threats to validity and

limitations.

6.1 Motivation and Problem Overview

The majority of papers identified in our SLR focuses on

representing legal changes without analyzing their impact

on BPC. If a change has an impact on BPC, we refer to it as

relevant for BPC. Examples for relevant changes comprise

modifications of obligations, permissions, prohibitions, or

definitions affecting how a process must be executed. Such

changes may require mitigation actions such as modifica-

tion of decision gateways or modifying data objects and

compliance requirements to reflect new legal conditions. In

contrast, editorial improvements, reference updates, or

purely structural rearrangements, such as rewording pro-

visions, adjusting numbering, or clarification without

altering meaning, do not affect compliance and are hence

considered not relevant. As a first step towards taming the

complexity of legal changes, LegalChanges4BPC analyzes

their relevance for BPC based on the legal change repre-

sentations from existing work. This relevance analysis lays

the foundation for the future task of analyzing the impact of

legal changes on specific business processes.

The upper part of Fig. 6 1 , 2 , 3 , illustrates an

abstraction of the full pipeline for analyzing the impact of

legal changes on BPC with changes being extracted

directly from regulatory documents. The lower part of

Fig. 6 4 , shows an example of the actual output generated

by each step of the process. The regulatory documents used

in this example are the same as those in Fig. 3, illustrating

the analysis of the five changes made to legal provisions

(L1–L5) to implement Article 8 of the GDPR in the UK.

The process starts with the release of a new version of the

regulatory document. The first step is to pre-process the

legal knowledge, cf. Fig. 6 1 , which involves retrieving

the regulatory document before and after the changes,

along with information relevant for analyzing the change

(e.g., metadata, Statutory Instrument (SI) 2019/419). It is

assumed that the changes do not introduce any conflicts.

The output of this step is a set of legal provision pairs. Each

pair has an ID, the location of the change, the text before

and after the change, the effective date of the change, and

the source of the legal changes / regulatory documents.

Once the information about the two versions of each legal

provision is collected, the next step is to detect legal

changes between the two versions and analyze their rele-

vance for BPC (cf. Fig. 6 2 , Sect. 6.2.2). As shown in the

example, each detected legal change will be classified into

legal changes relevant/not relevant to BPC. The extended

taxonomy (see Sect. 6.2.1) serves as the basis for analyzing

the relevance for BPC. Knowing the relevance of a legal

change for BPC sets the stage for the final step, which is

analyzing their impact on specific business process models,

event logs, and compliance requirements (cf. Fig. 6 3 ).

The example below shows how the legal changes impact a

Table 7 Main contributions with an open-source implementation

Publication Last update User type Availability Technology

Garofalakis et al. (2016b) 18 November 2016 Public Github1 Legal version control

Schmitz et al. (2017b) 20 February 2024 Public Joinup2 e-Participation

Serrano and Satoh (2019) 13 August 2019 Academia Github3 Agent-based simulation

Arias et al. (2022) 13 April 2022 Business GitLab4 Building information modeling

Abualhaija et al. (2024a) 1 May 2024 Bus./Acad. Github5 Large language models

1https://github.com/OpenLawsGR/greek_laws_consolidation_code/, accessed 24 Apr 2026 2https://joinup.ec.europa.eu/collection/eparticipation-

and-evoting/solution/linked-open-data-and-eparticipation, accessed 24 Apr 2026 3https://github.com/emilioserra/SugarscapePensions, accessed

24 Apr 2026 4https://gitlab.software.imdea.org/joaquin.arias/spatial, accessed 24 Apr 2026 5https://zenodo.org/records/10959496, accessed 24

Apr 2026
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business process model, for which human interpretation

can be necessary in some cases. As such, impact analysis is

not part of LegalChanges4BPC, as highlighted in

Fig. 6 3 . Similarly, we do not include specific process

information in the pipeline, as early inclusion might lead to

overfitting, e.g., to a specific process model. This is not

ideal, as the legal changes might affect multiple processes,

their models at different abstraction levels, or their event

logs. Moreover, legal changes could also impact BPC

artifacts beyond process models, including code and doc-

uments. Here, the approach can be extended.

6.2 Detecting and Analyzing Legal Changes

for Business Process Compliance

This section presents an extension from a taxonomy for

representing legal changes (Sect. 6.2.1) and the Legal-

Changes4BPC approach, which uses LLMs to automati-

cally detect legal changes, structure them according to the

taxonomy, and assess their relevance for BPC (Sect. 6.2.2).

6.2.1 Taxonomy for Analyzing the Relevance of Legal

Changes for Business Process Compliance

Of all the papers from the SLR, Abualhaija et al. (2024a) is

the closest to representing changes in a way usable for

compliance analysis. It proposes a taxonomy for charac-

terizing legal changes as part of a broader project on

software system compliance (see also (Abualhaija et al.

2024b)). The taxonomy consists of four layers, i.e., textual,

semantic, deontic, and pragmatic. The textual layer is used

to describe changes in the wording, formatting, or structure

of a regulatory document without altering its meaning or

obligations. The semantic layer addresses changes that

modify the meaning or scope of a legal statement without

directly affecting compliance obligations. The deontic

layer focuses on changes to obligations, prohibitions, or

permissions, directly impacting compliance requirements

for a specific addressee. Finally, the pragmatic layer con-

siders changes in the context of their practical application,

though this layer remains unexplored. We extend this

taxonomy by elaborating on the pragmatic layer specifi-

cally for the context of BPC, which we refer to as the BPC

Fig. 6 Problem overview; legal change relevant for BPC ( , ) and not relevant ( )
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layer. This layer is used in Sect. 6.2.2 for representing

legal changes. Figure 7a illustrates the relationship between

the taxonomy layers presented by Abualhaija et al. (2024a)

and our proposed BPC layer (c)). Figure 7b details the sub-

layers of the BPC layer, based on the semantics used to

represent business process compliance-relevant informa-

tion from legal documents (Sun et al. 2024).

In Fig. 7a, the red markings are placed on the corre-

sponding layers to illustrate specific types of legal changes.

For instance, T represents changes confined to the textual

layer, such as reformatting a regulatory document (e.g.,

renumbering clauses or changing font styles) without

altering its meaning or obligations. S denotes changes

that extend up to the semantic layer, such as redefining a

term (e.g., expanding the scope of‘‘financial transaction’’to

include digital payments) without modifying compliance

obligations. D captures changes that reach the deontic

layer, such as introducing new obligations that do not

impact business process compliance (e.g., requiring busi-

nesses to maintain records, which is already a common

practice). A change described in the semantic layer is also

captured by the textual layer, as any alteration in meaning

or scope inherently involves changes to the text. Similarly,

changes in the deontic layer are reflected in both the textual

and semantic layers, since modifications to obligations,

prohibitions, or permissions require adjustments to both the

wording and meaning of the regulation. B1 highlights

changes that affect the BPC layer but not the deontic layer,

such as optimizing internal workflows to meet existing

obligations without altering legal requirements. Finally,

B2 represents changes that impact all layers, such as

introducing new obligations (e.g., mandatory data encryp-

tion) while simultaneously requiring updates to business

processes to ensure compliance.

The BPC layer is divided into the statement and concept

sub-layer, which are designed to capture changes in regu-

latory documents at different levels of granularity. This

structure mirrors the work of Sun et al. (2024) (cf. Fig. 7b),

which represent information from regulations relevant for

BPC, shows good results, and fills a missing piece in the

taxonomy of Abualhaija et al. (2024a) (i.e., providing a

pragmatic layer specifically for the context of BPC).

Although Sun et al. (2024) was not included in our SLR

because it only considers a single version of a regulation, it

extends the foundational ideas introduced in Winter et al.

(2020). The statement sub-layer focuses on changes to

entire statements, which can be either definitional (clari-

fying terms or concepts) or normative (imposing obliga-

tions, prohibitions, or permissions). Statements can be

added, modified, or deleted, and changes may also make

them more permissive or restrictive (cf. Fig. 7c). The

concept sub-layer examines changes to specific concepts

within statements, such as actors, actions, action objects,

conditions, constraints, and exceptions. Changes at this

level involve the addition, modification, or removal of

these concepts (cf. Fig. 7c). Figure 10 from the Online

Appendix provides an example of the representation of a

legal change among all layers.

6.2.2 LegalChanges4BPC

The LegalChanges4BPC approach detects legal changes

between pairs of legal provisions at the statement level

(cf. Fig. 7) and analyzes their relevance for BPC by

Fig. 7 a Extended legal change taxonomy, b BPC sub-layers, and c our contribution
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prompting an LLM. Each pair includes a pre- and post-

change version of the same provision, taken from the same

source and with the same effective date. The input to the

approach consists of the provision pair in text form and a

prompt (cf. Fig. 8). The output includes 12 attributes that

represent legal changes based on the BPC layer of the

taxonomy (cf. Fig. 7) and indicate their relevance for BPC.

The first seven attributes of a legal change include the text

of both statement versions, their statement type (i.e., defi-

nition, obligation, prohibition, or permission), the type of

change (i.e., added, deleted, or modified), and the cross-

references that remained unchanged, were added, or were

removed. A cross-reference is defined as any explicit ref-

erence to content outside the analyzed legal provision,

whether internal (e.g., ‘‘see the previous paragraph’’) or

external (e.g., ‘‘in accordance with Article 5(3)’’ or ‘‘as

defined in ISO 27001’’). If a statement is modified, the

LLM is further asked to identify which concepts have

changed (cf. Fig. 7), which constitutes the eighth attribute.

In addition to describing the change itself, the LLM also

provides four attributes where is analyzed its relevance for

BPC. These include whether the change is relevant, the

reason for this assessment, an example of a business pro-

cess that might be affected, and an example of process

elements (e.g., activity, role) that could be impacted.

The LegalChanges4BPC prototype is implemented in

Python 3.11.6 and follows a four-step pipeline. First,

configuration parameters such as temperature, token limits,

and memory retention are set. Second, the LLM is

prompted via OpenRouter,14 an API gateway that offers a

unified API to many LLMs with automatic fallbacks and

better uptime. Each pair of legal provisions is processed

individually, since batching multiple in a single prompt led

to reduced output quality. Third, responses are validated

against a predefined JSON schema to ensure structural

conformity. In this schema, each key corresponds to one of

the 12 attributes defined by the approach (e.g.,

old_statement, type_of_change_at_state-

ment_level, is_potentially_relevant_-

for_bpc), while each value provides the content

extracted by the LLM for that attribute. Fourth, parsing

failures, API errors, and execution time are systematically

logged for traceability. The prototype and prompt are

publicly available.15

A simplified version of the prompt used for detecting

and analyzing legal changes for BPC is presented in Fig. 8.

We created it using a two-round iterative process. The

prompt structure is defined following Törnberg (2024),

which emphasizes explicit headings and enumerations. The

initial version of the prompt consists of two parts: the first

states the goal, and the second describes the task, providing

input and output specifications. The goal is framed for a

specific persona within a given context (White et al. 2023).

The input specifications define what is a legal provision

and the types of changes that may occur within it, as out-

lined in the taxonomy. The output specifications describe

how to represent the analysis of these changes, including

the structure and meaning of each JSON key-value pair. A

controlled vocabulary is included to keep the outputs

consistent and easier to compare (White et al. 2023). The

prompt is tested in GPT-4.1 using an example outside the

datasets (cf. Fig. 9). The LLM correctly identifies which

statements and concepts have changed, determines whether

the changes are relevant, and identifies which cross-refer-

ences have changed. However, the output format does not

match the requested JSON schema. In the second round,

the prompt is improved using one-shot prompting by

adding an example of the input and the expected output

(Törnberg 2024). Figure 9 illustrates this example, where

the input presents the two versions of a legal provision, and

the output is a simplified version of the change represen-

tation and relevance analysis.

6.3 Empirical Evaluation

This section presents the datasets used for evaluating the

LegalChanges4BPC approach (cf. Sect. 6.3.1), the evalu-

ation strategy (cf. Sect. 6.3.2), and the results

Fig. 8 Final prompt (simplified)

14 https://openrouter.ai/, accessed 24 Apr 2026.
15 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026.
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(cf. Sect. 6.3.3). Both the dataset and the analysis of results

are available online16.

6.3.1 Datasets

For the evaluation, two scenarios are considered. The first

scenario includes all the changes that Article 8 of the

GDPR underwent until its implementation in the UK,

depicted in Fig. 3. The second scenario involves changes

that occurred at two different points in time within a

sample of the EU’s Alternative Investment Fund Managers

Regulation (AIFMR), which is part of the dataset17 intro-

duced by Abualhaija et al. (2024a), who also proposed the

taxonomy that LegalChanges4BPC extends. AIFMR and

GDPR are ideal for studying how evolving laws affect

BPC, as they have undergone multiple changes and sig-

nificantly impact how organizations, especially financial

and data-driven ones, must design and adapt their processes

to remain compliant.

Legal changes relevant to BPC are annotated to support

consistent and traceable results. This task requires a solid

understanding of both regulatory scenarios, the AIFMR

and GDPR, and their implications for business process

compliance. Accordingly, to ensure accurate interpretation

of legal changes, legal expert-validated annotations from

Abualhaija et al. (2024a) are used, capturing the textual,

semantic, and deontic effects of each change. The core task

is to determine whether each detected change in a state-

ment is relevant to BPC. The first step is to identify the

statements present in both versions of a legal provision,

classify their type (i.e., definition, obligation, permission,

prohibition), and determine whether each statement was

added, deleted, modified (indicating the text segments

modified), or left unchanged. For modified statements, it

should be also identified which concepts were affected,

along with the type of concept (i.e., actor, action, action

object, etc). Changes in cross-references must also be

marked. To better understand the rationale behind a

change’s relevance, it should be provided a reason,

including examples of business processes that would be

affected and the specific elements within those processes

that would be impacted. This process establishes a clear

traceability link between legal changes and their opera-

tional consequences. The annotated datasets, created by

one of the authors with experience in BPC, serve as the

ground truth for evaluating the prototype and are publicly

available18.

Due to the imbalance in dataset sizes and the absence of

notable differences in results, we report them jointly;

separate results per dataset are available in the online

material13. The datasets contain a total of 21 legal provi-

sions in two versions; 17 pairs belong to the AIFMR sce-

nario and 5 to the Article 8 UK GDPR scenario. At the

BPC layer, 39 statements were identified: 24 were added,

Fig. 9 Example of a legal provision analyzed by LLMs

16 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026
17 Abualhaija et al. (2024a)’s ground truth https://zenodo.org/

records/10959496, accessed 24 Apr 2026.
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11 modified, 3 remained unchanged, and 1 was deleted.

The modified statements affected concepts such as con-

straints (3), actions (3), conditions (2), actors (2), and

action objects (1). Of these statements, 34 were marked as

relevant to business process compliance, while one was

marked as not relevant. Additionally, 17 cross-references

were added, 3 were deleted, and 6 remained unchanged.

6.3.2 Evaluation Strategy

The goal of this evaluation is to assess the quality of the

automatically extracted analysis of legal changes with

respect to their relevance for BPC. This section outlines the

evaluation strategy, including the evaluation aspects and

selected LLMs, while the results are presented and dis-

cussed in Sect. 6.3.3.

We evaluate LLM outputs based on six key aspects to

ensure a comprehensive assessment. The first three aspects

are (A1) structural validity, to confirm outputs are usable

JSON; (A2) completeness, to ensure all legal changes are

captured; and (A3) correctness, to verify changes are

accurately interpreted. The results for A1–A3 are summa-

rized in Table 8. While the evaluation by Abualhaija et al.

(2024a) focused on similar goals, this work addresses

critical gaps for LLM deployment by introducing three

additional aspects. These are (A4) stability, to measure

output consistency across multiple runs, an aspect recog-

nized as important for reliable LLM applications (Sai and

Rinderle-Ma 2025; A5) traceability, to assess the clarity of

change locations, which is crucial for legal analysis; and

(A6) efficiency, which quantifies the cost and execution

time, thereby addressing the practical API concerns that

were only mentioned by the prior work (Abualhaija et al.

2024a). The results for A4–A6 are presented in Table 9.

To avoid dependence on a specific model family, a

diverse set of LLMs was used in the evaluation,18 The

selection includes both proprietary and open-source mod-

els, enabling a comparison of how variations in model

architecture and usage cost influence the quality of legal

change analysis for BPC. Each experiment was run three

times per LLM to account for output stability. The LLMs

were prompted as described in Sect. 6.2.2 and provided

with pairs of old and new legal provisions. The evaluation

was conducted using the two scenarios that form the

datasets and gold standard presented in Sect. 6.3.1. While

the gold standard serves as a reference for comparison, the

matching between the LLM outputs and the gold standard

is performed differently depending on the evaluation cri-

terion. For instance, for A1, the structure of the represen-

tation is evaluated, with the expectation that the LLM

outputs conform to the predefined JSON key-value pairs,

while A2 and A3 focus on semantic equivalence, without

requiring a one-to-one matching between the LLM outputs

and the gold standard. In the results evaluation, we explain

how each aspect was calculated.

6.3.3 Evaluation Results

The evaluation results are presented in the order of the six

defined aspects (A1–A6), beginning with structural valid-

ity. This aspect was automatically checked based on

whether the outputs conformed to the expected JSON

format (see Sect. 6.2.2). All models except phi-4 and

mistral-3.1 achieved perfect structural validity (A1),

consistently producing outputs that conformed to the

expected JSON format (cf. Table 8). phi-4 showed the

weakest performance in this aspect, with only 71% of its

outputs being structurally valid, as it occasionally added a

comment after the JSON block, which in several cases

prevented further evaluation. mistral-3.1 also dis-

played minor formatting issues, reaching 95% validity,

mainly due to the use of multi-line strings not supported in

standard JSON. Structural validity is essential for

automation, as incorrectly formatted outputs cannot be

parsed or processed reliably in downstream compliance

checks.

Completeness (A2) measures whether all legal changes

were identified. The LLM outputs for this aspect were

manually compared with the gold standard due to mis-

matches in change granularity, the detailed matching is

available in the online repository18. A change was counted

as a false negative (FN) if it was entirely missed or

described too broadly by merging multiple changes into

one. If a formatting issue (cf. A1) prevented parsing, it was

not counted as a false negative. A true positive (TP) was

counted when a legal change was correctly identified as a

single, distinct unit at the required level of granularity.

False positives (FP) occurred when multiple distinct

changes were merged into a single one, resulting in a loss

of granularity. Precision (P), recall (R), and F1-score (F1)

were calculated according to:

P ¼ TP
TPþFP ; R ¼ TP

TPþFN ; F1 ¼ 2 � P�R
PþR

. As shown in

Table 8, gpt-5 and mistral-3.1 achieved the highest

completeness (F1 = 1.00 and 0.98, respectively). In con-

trast, llama-4, phi-4, and both deepseek variants

scored lower in recall due to missing changes or merging

multiple changes into a single change. phi-4 also failed

to extract 11 changes due to invalid JSON formatting. We

identify that lower completeness scores seem to originate

from an LLM’s inability to capture the full granularity of

the changes. For example, a provision introducing multiple

obligations was sometimes wrongly represented as a single18 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026
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aggregated change by the LLM, whereas in the gold

standard, each obligation as a separate change, leading to

false negatives and reduced recall.

Correctness (A3) evaluates whether each identified

change was accurately described across three distinct

dimensions: change classification, relevance for BPC, and

cross-reference changes. The evaluation of change classi-

fication and cross-reference changes was performed auto-

matically by conducting a one-to-one comparison with the

gold standard. For change relevance, we automatically

checked whether the LLM marked a change as relevant or

not relevant, and subsequently manually assessed whether

the provided reason for (non-)relevance aligned with the

gold standard. A reason was considered correct if it

explicitly linked the change to its impact on business

process compliance (e.g., affecting the existence or order-

ing of activities (control flow), data, resources, or temporal

constraints). The assessment was binary (correct/incorrect),

without assigning partial scores. In some cases, the

explanation was not semantically equivalent to the gold

standard but represented a valid alternative interpretation.

Precision, recall, and F1-score were calculated separately

for each of these dimensions using the same formulas as for

completeness. A result was counted as a true positive in a

given category if the model correctly annotated that

dimension of a detected change (e.g., correct classification

of the statement or concept type and its change, a reason

for BPC relevance, or an accurate cross-reference change).

A false positive was counted when the model provided an

incorrect annotation (e.g., not following the extended tax-

onomy, such as misclassifying the statement type as reg-

ulation or exception, the concept type as definition or

cross-reference, or the type of change as split or condition

constrained). A false negative occurred when the model

failed to provide any valid information for that dimension,

despite correctly identifying the change. As shown in

Table 8, gpt-5 and mistral-3.1 achieved the highest

overall correctness, with consistently strong performance

across all three categories. phi-4, gpt-4.1, and

llama-4 also showed solid results, particularly in clas-

sification and relevance reason, but their cross-reference

handling was less consistent. deepseek variants

demonstrated high accuracy for classification and rele-

vance but showed weaker recall in capturing cross-

Table 8 (A1) Structural validity, (A2) completeness and (A3) correctness of results

LLM A1) Structural A2) Completeness A3) Correctness
Validity Change Classification Change Relevance Cross-ref. Change

P R F1 P R F1 P R F1 P R F1

deepseek-chat 100% 0.93 0.70 0.80 1.00 1.00 1.00 0.89 1.00 0.94 0.96 0.61 0.75

deepseek-reasoning 100% 0.93 0.70 0.80 1.00 1.00 1.00 0.93 1.00 0.96 0.88 0.95 0.91

gpt-4.1 100% 1.00 0.97 0.99 0.89 1.00 0.94 1.00 1.00 1.00 0.97 0.76 0.85

gpt-5 100% 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 0.95 0.95 0.95

llama-4 100% 0.92 0.65 0.76 0.96 1.00 0.98 1.00 1.00 1.00 1.00 0.76 0.87

phi-4 71% 1.00 0.72 0.84 0.93 1.00 0.96 1.00 1.00 1.00 1.00 0.74 0.85

mistral-3.1 95% 1.00 0.95 0.98 0.95 1.00 0.98 1.00 1.00 1.00 0.94 0.90 0.92

Table 9 (A4) Stability, (A5) traceability, and (A6) efficiency of results

LLM A4) Stability A5) Traceability A6) Efficiency
Statement Change Relevant? Relevance Total Execution

Type Type Reason Cost Time

deepseek-chat 91% 91% 87% 85% 100% 7.41×10−3 C 5:42 min

deepseek-reasoning 96% 96% 90% 94% 33% 7.41×10−3 C 52:15 min

gpt-4.1 78% 79% 78% 73% 50% 9.22×10−2 C 1:59 min

gpt-5 89% 89% 83% 80% 75% 9.68×10−2 C 10:23 min

llama-4 74% 80% 70% 76% 50% 3.58×10−3 C 2:09 min

phi-4 72% 93% 88% 88% 100% 1.95×10−3 C 2:27 min

mistral-3.1 77% 78% 80% 74% 87% 2.15×10−2 C 2:05 min
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reference changes due to incomplete (e.g., instead of

indicating the addition as paragraph 2a of Article 99, it

was only labeled as 2a) or missing entries. Incorrect rele-

vance reasons were only observed in cases where changes

were marked as not relevant, while the provided reason

indicated relevance.

To assess stability (A4), each experiment was run three

times per LLM. For each field in the relevance analysis, it

was checked whether the annotations remained consistent

across runs. For fields such as type of statement, type of

statement change, if it is relevant for BPC, we calculated

stability based on exact matches. For interpretative fields,

i.e., why is it potentially relevant for BPC?, we used

semantic similarity based on a sentence-transformer model

(i.e., all-MiniLM-L6-v2) and considered outputs

stable when their pairwise similarity exceeded a predefined

threshold. The reported percentages in Table 9 indicate the

proportion of outputs that met this similarity threshold. The

deepseek-reasoner model achieved the highest

overall stability, consistently exceeding 90% across both

structural and interpretative fields. Its conversational

counterpart, deepseek-chat, also performed strongly.

In contrast, llama-4 and phi-4 exhibited greater vari-

ability, particularly in the semantic interpretation of rele-

vance. These findings indicate that models fine-tuned for

explanation and reasoning tend to yield more reproducible

annotations, an essential property when using LLMs for

compliance-related analysis.

Traceability (A5) evaluates whether each changed

statement is clearly linked to its corresponding part in the

original legal provisions. For each annotation, the text

provided as the old or new statement was compared against

the original provision. A change is highly traceable if the

marked text appeared verbatim, medium if it was slightly

modified but easy to locate, and low if the link required

interpretation (e.g., when the LLM rephrased or summa-

rized the statement, or removed structural markers such as

‘‘(a)’’ or ‘‘(b)’’, making it harder to map back to the original

provision). Based on the results in Table 9, phi-4 and

deepseek-chat achieved perfect traceability (100%)

and mistral-3.1 and gpt-5 also performed well. In

contrast, deepseek-reasoner and gpt-4.1 often

included excessive context around the changed statements,

making it harder to trace them back to specific parts of the

legal provision.

Efficiency (A6) captures the cost and execution time

required for each model to process the dataset, which

includes 21 legal provisions in two versions. The cost

estimation takes into account the average number of tokens

exchanged per provision pair, which consists of 828 input

tokens and approximately 433 output tokens. Each exper-

iment was executed three times per model, and the mini-

mum execution time among the three runs was reported to

represent the most efficient performance. As shown in

Table 9, phi-4 and llama-4 demonstrated the highest

efficiency, with total costs below 4� 10�3€ and execution

times around two minutes. By contrast, gpt-4.1 and

gpt-5 incurred significantly higher costs (over

9� 10�2€), though gpt-4.1 achieved the shortest exe-

cution time (1:59 min). deepseek-reasoning had a

moderate cost but showed poor runtime performance,

exceeding 50 min per run, which could potentially be

reduced through parallelization. Despite these differences,

all models completed the task faster than a human anno-

tator, highlighting the potential of a human-in-the-loop

approach where LLMs first detect and structure changes

and experts then validate them.

Overall, the evaluation reveals that using our automated

approach, several models correctly detect and analyze legal

changes to enable change management for business process

compliance. Furthermore, while no single model excels

across all evaluation aspects (A1–A6), gpt-5 and mis-

tral-3.1 offer the most balanced performance in terms

of completeness and correctness, whereas phi-4 and

llama-4 stand out in terms of efficiency. These results

highlight potential trade-offs between efficiency, structural

validity, stability, traceability, completeness, and correct-

ness when applying LLMs in compliance-oriented

scenarios.

6.4 Threads to Validity and Limitations

Our automated approach is not limited to analyzing rele-

vance from a single compliance perspective, i.e., control

flow, data, resources, or temporal constraints, and is

agnostic to the specific legal source, as demonstrated using

two different datasets. For the first evaluation scenario, the

ground truth annotations were created by a BPC expert

familiar with the GDPR. For the second scenario (AIFMR

dataset), the annotator was supported by legal expert-val-

idated annotations19 from Abualhaija et al. (2024a). For

both scenarios, the expert annotations also required

understanding the purpose of each change and its relevance

for business process compliance. As such, the annotations

were completed iteratively, with multiple review rounds to

correct and refine earlier results. The annotated datasets

and evaluation results are provided20.

One assumption underlying our automated approach is

that legal changes do not introduce conflicts or inconsis-

tencies. If conflicts are considered, the LegalChanges4BPC

automated approach can be used to first filter which

19 Abualhaija et al. (2024a)’s ground truth https://zenodo.org/records/

10959496, accessed 24 Apr 2026
20 Code, datasets, SLR: https://github.com/marisol-barrientos/Legal

Changes4BPC, Accessed 24 Apr 2026.
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changes are relevant for BPC and describes them, and then

assess their impact on a given set of compliance require-

ments. In this step, conflict detection and resolution should

involve legal and compliance experts, as it requires con-

textual interpretation and an understanding of legal intent.

We examined the stability of results by running each

experiment three times and found consistent and compa-

rable outcomes across all seven LLMs tested, indicating

that our prompt is not overfitted to GPT-4.1 and robust

across models. Despite this, two types of hallucinations

were observed: (1) the LLM detects a change that did not

actually occur or incorrectly assesses its relevance to BPC,

in some cases even contradicting itself (e.g., marking a

change as not relevant while reasoning that it is relevant),

which highlights the risk of a fully automated approach and

the need for a human in the loop; and (2) the LLM cor-

rectly identifies a change but does not present it in the

correct format, e.g., by adding comments or interpretations.

To mitigate hallucinations, the automated approach could

be further developed by incorporating retrieval-augmented

generation (RAG) (Gao et al. 2023), which first retrieves

relevant external information before generating a response.

This is especially useful when cross-references are added

or deleted, as the LLM may not be trained on the most up-

to-date legal content. However, this requires access to

proprietary legal databases, which reduces reproducibility.

To ensure that all change-relevant information is consid-

ered, RAG could also be further enhanced with a graph-

based approach (De Martim 2025).

The LLM results were evaluated only by measuring the

quality of the outputs and highlighting cases where the

LLMs excelled or underperformed, without assessing their

usability. In particular, the potential benefits of including

comments and interpretations were not considered. This

aspect could be further explored through a user study with

compliance experts to better understand how these outputs

support real-world applications. For example, in several

cases, the LLM summarized multiple distinct changes

across different obligations into a single, aggregated

change. Within this study, such cases were penalized as

they did not match the expected granularity. However, it is

worth analyzing whether users might prefer these sum-

marized changes in future work.

7 Conclusion and Outlook

This work addresses the gap between legal knowledge

change management (LKCM) and business process com-

pliance (BPC) by providing both a structured overview of

existing research and a practical automated approach to

bridge the two domains. It starts with a SLR that identifies

three research streams, four key activities, and discusses

limitations, while highlighting the current disconnect

between legal change and process compliance. Building on

the insights from this review, LegalChanges4BPC is pro-

posed as an automated approach to detect legal changes

and analyze their relevance for BPC. Despite growing

interest in prompt engineering, there were no established

guidelines for prompting LLMs to specifically identify and

analyze changes between two versions of legal text in the

context of business process compliance. This work con-

tributes a first systematic approach to address that gap by

defining a prompt strategy, associated evaluation criteria

for the LLM outputs, and demonstrating their use through

empirical analysis on two different scenarios (i.e., AIFMR,

and Article 8 from UK GDPR). Our results show that GPT-

5 had the highest completeness and correctness but lacked

efficiency, highlighting trade-offs between LLMs depend-

ing on which aspect is prioritized. Future work should

investigate incorporating changed cross-references prior to

LLM output generation to improve correctness and com-

pleteness, as well as evaluating the practical usability of the

characterized changes.

To further improve improve LKCM for BPC, four

actions are proposed: (1) improve access to legal change

information, ensuring machine-readable formats enriched

with metadata (e.g., change date, affected articles, type of

modification, legal source, and applicability scope); (2)

maintain a reliable change history by tracking and storing

relevant legal changes over time; (3) use the legal changes

relevance analysis to assess their impact on business pro-

cess requirements, models, and event logs; (4) develop-

ment and public availability of ground truth datasets,

including annotated regulations, BPC requirements, and

real-world business processes affected by regulatory

changes, to encourage collaboration and facilitate further

research and implementation.
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