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typically overlook dynamic processes, where numerous unseen activities emerge

or the order between activities evolves over time. To address this gap, we propose
the Drift-Adaptive Class Incremental Learning (DA-CIL) framework for next activity
prediction in dynamic process environments. DA-CIL employs a representation-based
drift detection mechanism to identify shifted or unseen activities. To enhance model
generalization to drifting patterns, DA-CIL applies data augmentation in feature
space to generate diverse and novel feature representations that are unseen but
likely to occur as processes evolve. Upon drift detection, the model is incrementally
updated to the newly observed data in combination with augmented samples and
knowledge distillation. Experiments on real-life event logs demonstrate that DA-CIL
consistently outperforms existing methods in prediction accuracy and adaptation
efficiency, highlighting its effectiveness for next activity prediction in highly dynamic
process environments.
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Introduction

Predictive Process Monitoring (PPM) aims to predict the future characteristics of an
ongoing process execution, such as the next activity (Evermann et al. 2017; Weinzierl
et al. 2020; Tax et al. 2017), remaining time (Dongen et al. 2008; Navarin et al. 2017;
Elyasi et al. 2024) or the outcome (Teinemaa et al. 2019, 2016; Francescomarino et al.
2019). The ability to know in advance the trend of running process instances helps to
avoid undesired outcomes, e.g., delays or financial loss. In this work, we focus on next
activity prediction. Existing PPM approaches train prediction models on historical event
logs and use them to forecast the next activities in ongoing cases, typically under the
assumption of a stationary environment. However, this assumption is often unrealistic
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Fig. 2 Running example: unseen activities

in real-world scenarios, where processes naturally evolve over time. As a result, static
models fail to capture the dynamics inherent in evolving event streams. These dynamics
manifest as changes in the underlying processes, including previously unobserved activ-
ity orders (i.e., new process variants) or entirely new activities. We refer to processes
exhibiting unobserved activity orders or entirely unseen activities as dynamic processes.

We illustrate both properties of dynamic processes using running examples. Figure 1
depicts an evolving process, where the upper path represents historical process execu-
tions, and the lower path (highlighted in gray) shows the currently active event streams.
All past executions and ongoing cases are shown in the right column, with the observed
event sequences enclosed in angle brackets (i.e., input traces) and paired with their cor-
responding next activities (i.e., output classes). In this example, all three activity classes
have been observed during model training based on historical data. However, the order
of tasks B and C has been swapped in the current execution, resulting in a new process
variant with previously unobserved activity orders.

An entirely unseen scenario is illustrated in Fig. 2, which follows the same layout as
Fig. 1. In this case, the lower path shows that both activities C' and D are new and have
not been observed in past executions. As a result, the prediction model is unable to pre-
dict them, as it lacks learned representations for unseen activities.

To distinguish between these changes, we define two types of drifting activities as

follows:

Shifted: A seen activity whose input traces have undergone a significant change, such as activities 13 or CinFig.
1 and activity I in Fig. 2.

Unseen: An activity that has not been observed before and is entirely new to the model, such as activities C' and
D inFig. 2.

State-of-the-art approaches address such challenges using incremental learning (IL)
strategies. Prior work retrains or updates the model after every prediction window using
varying batches of training data (Pauwels and Calders 2021). More recent approaches
introduce memory-based and prompt-based continual learning techniques to miti-
gate catastrophic forgetting of prior knowledge while adapting to newly observed data
(Verbeek et al. 2024; Verbeek and Hassani 2024). However, these methods assume that
the set of activity classes is fixed and known in advance, which is unrealistic in real-
world applications. Moreover, they do not explicitly account for dynamic processes as
defined in this work, where both new activities and unobserved process variants emerge
over time. In previous work, we studied the prediction of unseen process behavior by
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extending the explicit prediction model (transition systems) (Chen et al. 2023) and aug-
menting process event logs (Chen et al. 2025). However, these works operate under the
assumption that the emergence of unseen behavior is driven by changes in constraints
that the underlying processes must comply with, and such context information is known
a priori.

To address the limitations of existing work, we propose Drift-Adaptive Class Incre-
mental Learning (DA-CIL) for next activity prediction in dynamic processes. Unlike
existing methods, DA-CIL does not require prior knowledge of all possible activities or
additional contextual information. Experiments on different real-life event logs exhibit-
ing dynamic properties demonstrate that DA-CIL outperforms existing methods in both
prediction accuracy and adaptation efficiency, while remaining competitive in stationary
environments. Moreover, the qualitative analysis of DA-CIL across prediction windows,
together with the corresponding quantities of drifting activities and drift scores, suggests
that predictive performance tends to degrade in heavily drifted windows, particularly
those characterized by a large number of unseen activities or substantial distributional
shifts.

This paper extends our prior work (Chen and Rinderle-Ma 2025), published at the
International Conference on Process Mining (ICPM), in three aspects.First, for concept
drift detection, instead of computing drift scores and thresholds using the continuously
evolving feature extractor of the predictive model, we introduce a concept drift detec-
tor in which all metrics are computed within a consistent and stable latent space across
prediction windows.Second, to prevent catastrophic forgetting, we replace the replay
buffer with a teacher-student architecture based on feature-level knowledge distillation
for not shifted activities, which acts as a regularization-based mechanism to constrain
the student extractor to preserve previously learned representations, thereby avoiding
the storage of real samples and mitigating memory and privacy concerns.Third, for class
incremental learning, we jointly integrate data augmentation and knowledge distillation
into a unified optimization pipeline, enabling the simultaneous adaptation of both the
feature extractor and classifier. In contrast, our previous work adopts a two-phase pro-
cedure that first updates the model using current and replay buffer samples, and sub-
sequently fine-tunes the classifier with augmented data.Together, these extensions yield
a more stable, efficient, and privacy-preserving drift-adaptive learning framework for
dynamic processes.

The remainder of this paper is structured as follows. Section “Approach” outlines
the proposed approach, followed by an evaluation in Sect. “Evaluation” A qualitative
analysis is provided in section “Qualitative Analysis”. Related work is discussed in sec-
tion “Related Work” before the paper concludes in section “Conclusion”

Approach

We propose the Drift-Adaptive Class Incremental Learning (DA-CIL) framework for
next activity prediction in highly dynamic process environments.DA-CIL is inspired
by multi-class image classification in machine learning, where a class such as “dog”
can appear in various contexts such as different backgrounds, poses, or lighting condi-
tions. Similarly, in PPM, the same activity to be predicted may stem from varying input
traces (cf. Figs. 1 and 2) due to evolving process behavior, including unobserved activ-
ity orders or entirely new activities. To improve generalization under such variability,
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image classification models often apply data augmentation techniques (e.g., mixing up
two images, cropping, rotation) to generate synthetic examples. Building on this idea,
DA-CIL first detects when process drifts occur and then applies data augmentation in
the feature space to create diverse and plausible representations for drifting activities.
This allows the model to proactively generalize to unseen or altered patterns.

Overview

Figure 3 outlines the overview of DA-CIL. It consists of two main phases: an initial
training phase conducted offline using historical event log, and a prediction phase that
operates in an online, incremental manner across a series of prediction windows. The
main components of DA-CIL are detailed afterwards in section “Overview” to “Detector
Update”.

Initial training phase

In the training phase (cf. the left column of Fig. 3), DA-CIL employs a neural network
architecture composed of a dynamic embedding layer, a single LSTM layer, and a fully
connected classification layer. The embedding layer transforms discrete activity labels
into dense vector representations, which are then fed into the LSTM to capture tem-
poral dependencies within process sequences. These two components together form
the feature extractorf, which encodes each input prefix into a high-dimensional feature
vector by outputting the final hidden state of the LSTM. In this work, we refer to these
feature vectors as feature representations of input traces in latent space. Conceptually,
the feature extractor f reflects the model’s internal semantic understanding of process
behavior by mapping input sequences into meaningful latent representations that cap-
ture both activity context and sequence dynamics.The classifier then maps this feature
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representation to a probability distribution over the set of known activity classes. The
activity with the highest predicted probability is selected as the next activity.

After training the predictive model, a concept drift detector is initialized based on
the learned feature extractor f and deployed during runtime to monitor distributional
changes in the feature space.To this end, we adopt a teacher-student design in which
two feature extractors are maintained with distinct roles. The feature extractor compo-
nent of the predictive model is referred to as the student extractorfs, which is continu-
ously updated with newly observed data. In contrast, the detector maintains a teacher
extractor fT, which serves as a smoothed reference of past features and is updated as an
exponential moving average of the student extractor. This design enables the detector
to identify drifts by comparing feature distributions across windows while providing a
stable reference for feature-level knowledge distillation.

The detector then constructs a set of class prototypes (Snell et al. 2017) to represent
the central tendency of features for each class. For example, in image classification, the
prototype for the “dog” class represents the average features of many dog images, captur-
ing common traits of dogs despite variations in pose, lighting, or background. Similarly,
each class prototype here summarizes the typical feature representation of all prefixes
associated with a given activity. Formally, for each class ¢, the prototype P. is calculated
as the mean of feature representations derived from fr over all samples in the class:

1
P = g 2 ro) (1)

where S, denotes the set of samples belonging to class c. These prototypes serve as com-
pact and representative centroids of the class-specific feature distributions, and form the
basis for drift detection in the subsequent online phase.

Prediction phase

During the prediction phase (cf. the right column of Fig. 3), the incoming event stream
is chronologically segmented into monthly prediction windows. We adopt monthly
windows, following (Pauwels and Calders 2021), as they strike a balance between the
adaptation efficiency of more frequent daily or weekly updates and the availability of suf-
ficient data for model updates or retraining. Our empirical results across all settings fur-
ther confirm that the monthly window consistently outperforms both daily and weekly
configurations.For each new window, the pre-trained model is first applied to predict
next activities for current event streams. In accordance with the class incremental learn-
ing (CIL) paradigm, the embedding and classification layers of the model are dynami-
cally expanded whenever previously unseen activity classes are encountered. New input
and output neurons corresponding to unseen activities are initialized with small random
weights scaled by 0.02 to ensure numerical stability, while parameters associated with
previously learned activities are preserved.

Following predictions, DA-CIL performs concept drift detection (CDD) by compar-
ing feature representations of data observed in the current window, computed using the
teacher extractor fr, with class prototypes derived from the previous window. Activities
whose feature distributions exhibit significant deviations are identified as shifted, while
newly observed activities are treated as unseen. For these activities, data augmentation
(DA) is applied in the latent space to generate synthetic feature representations that
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increase training diversity and improve robustness to evolving process behavior. The pre-
dictive model is then updated via class incremental learning (CIL) using newly observed
data together with augmented samples for shifted and unseen activities. For activities
whose feature distributions remain stable (i.e., not shifted activities), knowledge distilla-
tion is applied to preserve previously learned representations and mitigate catastrophic
forgetting during model adaptation. After model update, the teacher extractor fr is
synchronized with the updated student extractor through a detector update (DU) step,
ensuring a stable latent space for CDD.

The updated predictive model and detector are subsequently carried forward to the
next prediction window, enabling DA-CIL to continuously adapt to dynamic process
environments.Unless stated otherwise, all subsequent steps are conducted using newly
observed data in the current prediction window ¢. For notational simplicity, we omit the
window index unless explicitly required to refer to previous windows.

Concept drift detection
DA-CIL detects drifts by comparing the current feature distributions per activity class to
its historical distributions, using a prototype-based approach in latent space.

Let P. and P{" ") denote the prototypes of class ¢ computed according to Eq. (1) using
samples observed in the current and previous prediction windows, respectively.The drift
score for class ¢, which measures the cosine distance between the two feature represen-
tations, is defined as:

P.. P

D, = D(R Py =1 P
PR

(2)

To assess distributional shift at the activity level, the drift score D, of each activity ¢
is compared against a historical reference estimated from previous prediction win-
dows. For a given activity ¢ and prediction window ¢, let {Dﬁj ) | 5 € W} denote the
sequence of drift scores observed for activity ¢ over a sliding window of the previous
L windows, where W®) = {t — L,... ,t — 1}. We compute statistics of this sequence
using the median and the median absolute deviation (mad) as follows:

d, = median({Dgﬂ')}) . View®

I 3)
mad, = median(‘Dy) — ch . Vjew®.

The median statistics is adopted to ensure robustness against outliers and skewed dis-
tributions (Leys et al. 2013). Based on these metrics, the drift threshold for class c is
defined as:

0, =d.+ k- mad,, (4)

where k& > 0 is a sensitivity parameter controlling the strictness of drift detection. DA-

CIL then classifies activity class c as:

Shifted: If D, > 6., suggesting significant deviation from the learned feature distribution, such as activities B
or C'in Fig. 1 and activity F in Fig. 2.

Unseen: If class € has not been observed in all previous windows, e.g. activities C' and D in Fig. 2.
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Data augmentation
Once the drifting activities are detected, DA-CIL performs data augmentation in latent
space to generate synthetic samples. This enables the model to learn a broader and
more diverse range of feature patterns, improving its ability to generalize to unseen
process variations. In this work, we employ a distribution-based augmentation strategy
from (Zhu et al. 2021), which could sample infinite synthetic features from a Gaussian
distribution.

Distribution-based Augmentation. Let S, be the set of samples for class c. Given the
class mean p. (i.e., the class prototype P, defined in Eq. (1)) and covariance X of class ¢,
synthetic samples z. are drawn as:

Ze ™~ N(Mw 'VEF) (5)

where 7 € [0,1] shrinks the covariance; we set v = 0.3 in practice. The distribution-
based augmentation could create implicitly infinite feature representations that capture
both location and variability, improving resilience to drastic changes in process behavior.
Intuitively, sampling from N'(u.,v2.) allows the classifier to explore unseen but plau-
sible variations around the class prototype, enhancing generalization to evolving process
sequences beyond what is observed in the current window.

For each drifting activity, augmented samples are limited to at most half the number of
real samples, enriching feature variability without over-representing synthetic data.

Class incremental learning

Once drifting activities are detected, DA-CIL performs class incremental learning to
adapt the predictive model to current data while preserving knowledge acquired from
previous windows.As shown in Fig. 3, the predictive model consists of a student extrac-
tor fg and a classifier head g. Given an input sample z, the model prediction is given by

§=29(fs(x)). 6)

Specifically, the model is updated by jointly optimizing three complementary losses.
First, a classification loss L5 is computed on real samples in the current window to
learn newly observed data.Second, an augmentation loss L., is applied to synthetic
samples generated for all detected drifting activities, encouraging the model to learn
diverse class representations in evolving process environments.Third, a knowledge distil-
lation (KD) loss Lyq is employed for activities that are not detected as drifts, ensuring
that the feature representations for not shifted activities remain consistent with previous
learned patterns and thereby mitigating catastrophic forgetting.

Let Sical denote the set of all real samples observed in current window, and let Say,
denote the set of augmented samples generated for shifted and unseen activities.
Moreover, let Cganle denote the set of activities not detected as shifted or unseen, and
Sstable = Ucecstame S, the corresponding set of real samples for all stable activity classes.
Thus, the overall training objective is defined as:

£ - Ecls + (&% »Caug + ﬁ £kda (7)

where o and 3 are weighting coefficients controlling the contribution of the augmenta-
tion and knowledge distillation losses, respectively.
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The classification loss is computed on real samples and updates both the student
extractor fg and the classifier g:

Leos = ! > lerlg(fs(@),y) (8)

| Sreat (€,y)E€Srear

where £cg(+) denotes the cross-entropy loss.
The augmentation loss on synthetic samples is applied to fine-tune the classifier g:

1
Laug = m Z KCE(Q(Z% y) 5 (9)

(2,9) € Saug

where (z,y) denotes an augmented feature representation and its corresponding label.
The knowledge distillation loss is computed in feature space for stable activities using
cosine distance D (cf. Eq. (2)) between student and teacher representations:

1

Lya =
|Sstable|

Z D(fS(x)va(x))v (10)

TESstable

where fr is obtained from the previous window ¢ — 1. This feature-level knowledge dis-
tillation constrains the update of the predictive model to preserve the learned represen-
tations for activities that are relatively stable, thereby mitigating catastrophic forgetting

during model adaptation.

Detector update
After prediction and model adaptation, DA-CIL updates the concept drift detector to
incorporate recent observations while maintaining general stability.

The teacher extractor fr is updated using an exponential moving average (EMA):

frt < pfr+(1—p) fs!, (11)

where fs/ is the updated student extractor after model adaptation, and p € [0, 1) is the
EMA decay rate controlling the update speed of the detector. We set p = 0.9 in our
implementation to balance the stability (past knowledge) and adaptability (new data).

Evaluation

We evaluate the performance of DA-CIL by comparing it with five baseline approaches
using numerous real-life event logs. The evaluation focuses on two dimensions: pre-
diction performance and adaptation efficiency. The implementation is available at our
GitHub repository’.

Experimental setup

Datasets. Table 1 summarizes the characteristics of the event logs® used in this study.
These include: Sepsis, collected from hospital information systems recording sepsis
cases; BPIC11, containing medical histories of patients from the Gynaecology depart-

ment; BPIC15, capturing building permit applications across five Dutch municipalities;

Uhttps://github.com/Qian915/DA-CIL
2 All datasets are publicly available at https://data.4tu.nl.
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Table 1 Characteristics of datasets

Dataset #E #A #T #V Var.% Spars.% [m,a,M] Rare%
Sepsis 15,214 16 1,073 855 79.68 149 [1,14,185] 0.00
BPICT1 150,291 624 1,143 981 85.83 54.59 [1,131,1814] 45.19
BPIC15_ 52,217 398 1,199 1,170 97.58 33.19 [2,44,101] 27.14
BPIC15_. 44,354 410 832 828 99.52 49.28 [1,53,132] 28.78
BPIC15_ 59,681 383 1,409 1,348 95.67 27.18 [3,42,124] 2141
BPIC15 47,293 356 1,053 1,049 99.62 33.81 [1,45116] 26.12
BPIC1 575 59,083 389 1,156 1,153 99.74 3365 [551,154] 26.99
BPIC20P 86,581 51 7,065 1,481 20.96 0.72 [3,12,90] 5.88
Helpdesk 21,348 14 4,580 226 493 0.31 [2,5,15] 28,57

Abbreviations: #E = Number of events; #A = Number of activities; #T = Number of traces; #V =Number of variants; Var% =
Variant ratio (#V/#T); Spars.% = Activity sparsity (#A/#T); [m,a,M] = minimum, average, maximum case length; Rare% = Ratio
of rare activities (occurring <3 times)

and BPIC20P, pertaining to travel permit data at a university. These datasets were
selected to reflect the dynamics of processes (cf. section "Introduction”): the emergence
of many new activities or unobserved activity orders. We quantify these properties using
two metrics (Deng et al. 2024): activity sparsity (A/T) representing the ratio of unique
activities to the total number of traces, and sequence variation (V/T) referring to the
proportion of unique trace variants relative to the total number of traces. Rare activ-
ity ratio is discussed in section "Results". In addition, the Helpdesk event log represent-
ing the ticketing management process of an Italian software company is also included to
evaluate the performance of DA-CIL in stable process environments.

Baselines. We compare DA-CIL against the following baseline methods:

No Retrain: A static baseline where a model is trained once and then used for online
predictions without any further updates. This highlights the necessity of model adapt-
ability for dynamic processes.

Update (w=1) (Pauwels and Calders 2021): An incremental learning strategy that
updates the pre-trained model after every prediction window using only data from that
window (window size w = 1). In this setup, label slots for all possible future activities
are reserved in advance during initial training. This assumption is impractical in realistic
settings, due to the unpredictability of future classes and inefficient memory usage, but
we include it as a representative benchmark.

Retrain (new act) (Mangat and Rinderle-Ma 2022): The model is retrained from
scratch on all available historical data whenever new activities are encountered in cur-
rent window.

Retrain (new seq) (Mangat and Rinderle-Ma 2022): Similar to Retrain (new act), but
retraining is triggered by the appearance of previously unseen trace variants.

Periodic Retraining (Mangat and Rinderle-Ma 2022): The model is retrained at regular
time intervals, regardless of whether data drifts are detected. In this study, we adopt a
monthly retraining schedule, referred to as Retrain (monthly).

The last three retraining methods are called “update on demand” strategies (Man-
gat and Rinderle-Ma 2022) to address the problem of when to update. All baselines and
DA-CIL use the same monthly prediction window to maintain consistency. The experi-
mental results of DA-CIL across all datasets also demonstrate that the monthly window
configuration outperforms both daily and weekly settings, as it provides sufficient data

for effective model updates.
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Metrics. We evaluate the prediction performance using accuracy, defined as the pro-
portion of correct to the total number of predictions. Adaptation efficiency is measured
by the cumulative update or retraining time required across all prediction windows.

Experimental settings. Event logs are first sorted chronologically and then converted
into prefixes based solely on activity attribute. All models are trained on the first 10% of
traces and applied to monthly prediction windows over the remaining 90%, simulating
a continuous evolving event stream. This setting follows “update on demand” baselines
(Mangat and Rinderle-Ma 2022) for comparability, and reflects a realistic scenario where
only limited historical data is available initially, while the majority of observations arrive
over time and require continuous adaptation. To ensure fairness, all approaches use
the same underlying model architecture, namely a single-layer LSTM, which is widely
adopted in PPM tasks. Baseline methods are implemented using the default hyperpa-
rameter settings reported in their respective publications. All experiments are con-
ducted on an NVIDIA GeForce RTX 4090 GPU.

Results
Prediction Performance. Table 2 reports the average accuracy over three experimental
runs for all approaches across selected event logs.

Overall, our proposed approach consistently outperforms all baselines on most data-
sets, highlighting its effectiveness in next activity prediction under dynamic process
conditions. This includes settings characterized by high activity sparsity (e.g., 49.28% for
BPIC15_2) and high sequence variation (e.g., 99.74% for BPIC15_5), as shown in Table
1. Additionally, DA-CIL also demonstrates strong performance in stationary processes,
achieving 78.77% accuracy on the Helpdesk dataset.The update (w=1) method closely
follows DA-CIL, achieving the best accuracy on BPIC11 and second-best results across
all five BPIC15 logs. The strong performance of both DA-CIL and update (w=1) over
retraining-based methods underscores a key finding: maintaining all historical data for
retraining can degrade prediction performance in highly variable environments, where
the underlying process evolves rapidly and diverges a lot from earlier observations.

Interestingly, update (w=1) slightly outperforms DA-CIL on BPIC11, which is char-
acterized by a relatively high rare activity ratio of 45.19%, compared to approximately
20% in other datasets (cf. Table 1). The rare activity ratio is defined as the proportion
of activities occurring fewer than or equal to three times in the log (#rare), relative to
the total number of distinct activities (#A). This performance gap may be attributed to
DA-CIL’s data augmentation strategy for unseen activities, which becomes less effective

Table 2 Accuracy of all approaches. Best values are bold, second-best underlined, third-best

italicized
Dataset DA-CIL Update Retrain Retrain Retrain No retrain
(w=1) (new act) (new seq) (monthly)
Sepsis 61.36 45.34 54.24 57.97 5744 49.84
BPICT1 62.99 63.81 58.69 5882 58.18 50.23
BPICT5_1 57.28 50.08 31.24 32.16 29.21 1241
BPIC15_2 51.83 43.59 26.61 27.02 2446 9.71
BPIC15_3 61.67 5448 34.40 34.53 3149 15.96
BPIC15_4 59.72 50.86 30.70 31.14 2864 10.25
BPIC15_5 57.01 49.98 27.90 28.64 2630 7.06
BPIC20P 79.90 29.30 76.09 7723 7445 46.78

Helpdesk 78.77 58.96 82.24 82.54 82.40 81.44
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in logs with a large proportion of rare activities. When many classes are observed only
a handful of times, the augmented samples provide little reliable information for the
model to learn from and may even distort the feature space by overemphasizing infre-
quent behavior.

Among all “update on demand” strategies, retraining on all past data upon observ-
ing new sequences outperforms the other two methods in this category (cf. Table 2).
In contrast, the traditional offline training approach with no model update or retraining
(i.e., no retrain), never ranks within the top three across any dataset. This suggests that
dynamic PPM methods with update or retraining mechanisms are preferable in dynamic
environments. Nonetheless, in stable settings such as the Helpdesk dataset, no retrain
strategy achieves performance comparable to dynamic approaches.

Adaptation Efficiency. Table 3 presents the total update or retraining time required
by all approaches across all prediction windows. We do not report the time required by
no retrain method as the model training is only conducted once offline.

As expected, all retraining-based approaches incur the highest computational cost
since they repeatedly train from scratch on all past available data. In contrast, the two
dynamic updating strategies, i.e., DA-CIL and update (w = 1), are substantially more effi-
cient, as they avoid full retraining and update the model only on newly observed data.
Notably, DA-CIL achieves the highest efficiency across most datasets, owing to its selec-
tive update mechanism that is triggered only when distributional shifts are detected,

whereas update (w=1) method performs updates after every window.

Findings
In summary, our experimental results demonstrate that DA-CIL achieves the best trade-
off between prediction accuracy and adaptation efficiency in dynamic environments. It
consistently ranks among the top-performing methods across most datasets and also
remains competitive in more stationary settings, such as the Helpdesk event log. Fur-
thermore, its selective update strategy, which activates only when distributional shifts
are detected, contributes to its adaptation efficiency across the majority of datasets.
Moreover, the results show that update strategies outperform retraining methods
under rapidly evolving process conditions, both in terms of prediction accuracy and
computational efficiency. This highlights the advantage of adopting lightweight update
mechanisms over full retraining in highly variable environments. However, in stable sce-
narios such as the Helpdesk dataset, dynamic model updates or retraining offer limited

Table 3 Time required by all approaches (hh:mm:ss). Best values are bold, second-best underlined

Dataset DA-CIL Update Retrain Retrain Retrain
(w=1) (new act) (new seq) (monthly)
Sepsis 0:00:08 0:00:22 0:00:02 0:03:13 0:03:18
BPICT1 0:01:36 0:05:32 13:51:40 13:42:14 13:53:29
BPICT5_1 0:00:33 0:01:49 0:24:23 0:35:53 0:40:05
BPIC15_2 0:00:29 0:01:40 0:30:14 0:40:58 0:32:35
BPIC15_3 0:00:38 0:02:04 0:26:59 0:36:41 0:35:56
BPIC15_4 0:00:30 0:01:54 0:17:45 0:27:48 0:27:17
BPIC15_5 0:00:38 0:02:05 0:27:20 0:48:54 1:03:05
BPIC20P 0:00:51 0:01:52 0:05:15 0:31:33 1:11:18
Helpdesk 0:00:07 0:00:47 0:00:17 0:02:04 0:02:02
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Table 4 Performance variability (mean =+ std)

Dataset DA-CIL Update (w=1) A
Sepsis 61.36 £ 0.53 45.34 £ 0.58 +16.02
BPICT1 62.99 4+ 0.21 63.81 + 0.26 —0.82
BPIC15_1 57.28 £0.16 50.07 £0.24 +7.21
BPIC15_2 51.83 £0.30 43.59 £0.16 +8.24
BPIC15_3 61.67 £0.19 54.48 + 0.20 +7.19
BPIC15_4 59.72 £ 0.16 50.86 £ 0.33 +8.86
BPIC15_5 57.01 £0.18 49.98 £ 0.32 +7.03
BPIC20P 79.90 £+ 0.26 32.62 £ 1.76 +47.28
Helpdesk 78.77 £0.52 58.96 £ 0.82 +19.81

Table 5 Drift sensitivity (mean =+ std). Best values are bold

Dataset k=2 k=3 k=14

Sepsis 61.08 + 0.33 61.08 £+ 0.23 61.45 +£0.27
BPICT1 63.26 = 0.04 63.16 £ 0.14 63.10 = 0.04
BPIC15_1 57.17 £ 0.17 57.36 £ 0.07 57.35+0.11

improvements in prediction performance, and the method which follows offline training
and online prediction without any updates may be more cost-effective.

Robustness analysis
To complement the evaluation results, we assess the robustness of DA-CIL regarding: (i)
performance variability across runs, and (ii) sensitivity to key hyperparameters.

Performance Variability. Table 4 reports mean accuracy and standard deviation for
DA-CIL and the strongest baseline Update (w = 1), along with their mean accuracy dif-
ference A.

As shown, the accuracy gap between DA-CIL and Update (w = 1) is substantially
larger than the observed variability on most datasets, indicating that the improvements
of DA-CIL are stable and robust.

Sensitivity to Drift Parameter. We set the drift sensitivity parameter k (cf. Eq. (4)) to
3 by default, following the robust analogue of the classical three-sigma rule, which pro-
vides a balanced trade-off between sensitivity to drift and robustness to noise (Chandola
et al. 2009).

To evaluate the robustness of this setting, Table 5 reports accuracy for k € {2, 3,4} on
three representative datasets with different levels of sparsity (cf. Tab 1). Performance
remains stable across all settings, with differences below 0.4% points, indicating that
DA-CIL is robust to variations in the drift sensitivity parameter.

Qualitative analysis

Beyond the quantitative evaluation and the robustness analysis of our proposed
approach, we further provide a qualitative analysis of how DA-CIL behaves over time
in the presence of process drifts. Moreover, we conduct an ablation study by comparing
DA-CIL with a pure class incremental learning (CIL) baseline to gain deeper insights
into the contributions of DA-CILs concept drift detection and data augmentation

components.
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Accuracies over time

Figure 4 displays the accuracies for unseen, shifted, and not shifted activities across all

prediction windows. As the five BPIC15 logs exhibit similar temporal patterns, we pres-
ent only BPIC15_2 and BPIC15_3, which represent the worst and best overall perfor-

mance respectively (cf. Tab. 2).

Accuracy for unseen activities. For most datasets, the accuracy on unseen activities

remains at (or very close to) zero across windows. This behavior is expected because

DA-CIL follows a post-prediction update paradigm: when an activity label appears for

the first time in the stream, the model cannot predict it beforehand. Once an unseen

activity is observed, the class incremental learning mechanism expands the (embedding

and) classifier by allocating a new output neuron with randomly initialized weights. If
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the same activity reappears within the same window after expansion, DA-CIL can tech-
nically predict it, although only at chance level due to the untrained weights. Conse-
quently, a few sporadic correct predictions may occur, leading to non-zero unseen
accuracy in few windows for BPIC11, BPIC15_3, and Helpdesk as shown in Fig. 4.

Accuracy for seen activities. Among the seen classes, the accuracy for shifted activi-
ties fluctuates the most and frequently across windows. This behavior is consistent with
the nature of shifted activities: their feature distributions change between windows,
resulting in unstable predictive performance. In contrast, accuracy for not-shifted activi-
ties remains comparatively stable. These patterns validate that the concept drift detec-
tion component of DA-CIL correctly identifies activities whose behavior changes over
time.

Accuracy vs. Drift quantity
Figure 5 illustrates the relationship between overall accuracy and the number of detected
drifts (i.e., shifted and unseen activities) across prediction windows.

Overall, the accuracy tends to decrease as the number of detected drifts within a
window increases. As observed for BPIC15_3, BPIC20P, and Helpdesk, the most pro-
nounced accuracy drops occur in windows with the highest total drift counts. For datas-
ets characterized by a large number of shifted and/or unseen activities, such as BPIC11,
BPIC15_2, and BPIC15_3, where the right y-axis range for drift counts exceeds 100, the
overall accuracy is lower and fluctuates more frequently compared to datasets exhibiting
fewer drifts.

Accuracy vs. Drift quality

Beyond the quantity of drifts, we also examine their severity and how it influences pre-
dictive performance. This is displayed in Fig. 6, where the unseen ratio is defined as the
number of detected unseen activities divided by the total number of unique activities
observed in each window, and the drift score quantifies the extent of distributional shifts
for shifted activities.

An notable observation is the substantial impact of unseen activities on predictive per-
formance. For datasets with many previously unobserved activities—such as BPIC11,
BPIC15_2, and BPIC15_3—accuracy fluctuates more frequently and exhibits larger vari-
ance than in datasets with fewer unseen activities. This aligns with the expectation that
sudden introductions of new activities pose greater challenges for prediction models.In
addition to the unseen ratio, the magnitude of distributional shifts also plays a major
role in performance degradation. For instance, the Sepsis dataset demonstrates an over-
all accuracy of around 60% despite having an unseen ratio of only 0.05 in window 1.
This relatively low accuracy is primarily driven by substantial distributional drift among
shifted activities, as reflected by their drift scores in Fig. 6 (a). Similarly, for BPIC11 and
BPIC15_2, sharp accuracy drops often occur not in windows with the highest number
of drifts or unseen activities as shown in Fig. 5, but rather in those where the average
(and maximum) drift score for shifted activities increases significantly. This pattern is
particularly evident in BPIC20P at window 4, where two prominent spikes in drift scores
coincide with a marked accuracy decline.
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Ablation study

We compare DA-CIL against a pure class incremental learning (CIL) baseline, which
updates the model after every window using only the current data. Table 6 reports the
overall accuracy as well as the average accuracy for unseen, shifted, and not-shifted
activities across windows, together with the number of updates.

Across most datasets, DA-CIL and CIL obtain comparable overall accuracy, with the
largest differences appearing in BPIC11 and Helpdesk. BPIC11 contains a very large
number of unseen activities (cf. Tab. 1) together with persistently high drift scores (cf.
Fig. 6 (b)) across windows, meaning that a substantial portion of activities are detected
as drifted. This causes DA-CIL to perform DA for all drifts more aggressively, amplifying
noise in the generated features. In Helpdesk, by contrast, drift levels remain low (mean
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drift score < 0.2 in most windows), thus, DA-CIL updates the model in only 22 out of 42
windows. The reduced number of updates may lead to gradual information loss relative
to CIL, which updates in all windows.

Despite these differences, DA-CIL demonstrates more controlled adaptation behav-
ior. In particular, DA-CIL consistently achieves higher accuracy on not-shifted activities
due to the use of feature-space knowledge distillation, which helps the model preserve
stable representations and mitigates forgetting for activities whose behavior remains
unchanged. DA-CIL also achieves higher unseen accuracy than CIL. Although unseen
classes still rely on randomly initialized classifier weights before the update step, the dis-
tillation constraint helps maintain a coherent and stable feature structure. Consequently,

representations of unseen activities are less likely to collapse into dominant seen-class
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Table 6 DA-CIL vs. CIL. Best values are bold

Dataset Approach Overall Unseen Shifted Not-Shifted #Updates
Sepsis DA-CIL 6136 0.00 62.17 57.63 14
ClL 61.45 0.00 51.74 58.37 15
BPICT1 DA-CIL 62.99 1.14 1043 65.81 34
ClL 64.70 0.12 61.22 66.49 34
BPICT5_1 DA-CIL 57.28 0.45 4173 61.60 48
CIL 57.49 0.00 54.47 62.00 48
BPIC15_2 DA-CIL 51.83 0.00 33.18 56.04 47
CIL 52.05 0.00 48.47 54.85 47
BPIC15_3 DA-CIL 61.67 0.62 45.79 65.29 48
ClL 62.22 0.00 62.26 62.29 48
BPIC15_4 DA-CIL 59.72 0.07 4347 64.46 48
CIlL 60.15 0.00 58.41 60.24 48
BPIC15_5 DA-CIL 57.01 0.63 42.79 59.29 48
CIL 57.49 0.00 57.03 5591 48
BPIC20P DA-CIL 79.90 0.00 53.87 76.39 18
CIL 80.46 0.00 46.24 58.80 26
Helpdesk DA-CIL 7877 4.76 34.38 79.30 22
ClL 81.45 0.00 55.85 7445 42

regions, reducing interference and slightly increasing the chance that the unseen class
logit surpasses those of seen classes. This effect is particularly visible in the Helpdesk
dataset, where CIL performs frequent updates that destabilize the feature space, while
DA-CIL preserves a more consistent structure and therefore achieves an unseen accu-
racy of 4.76%.

Conversely, CIL generally achieves higher accuracy on shifted activities. This is
expected: when drift is detected, DA-CIL applies targeted DA to drifted classes and
updates the classifier more aggressively in these regions of the feature space. While this
improves the model’s ability to adapt to future variations of these activities, it also tem-
porarily destabilizes the decision boundaries in the current window, reducing short-term
prediction accuracy. CIL, which updates only on real data without DA or drift-targeted
adaptation, modifies these boundaries more conservatively and therefore retains higher
accuracy for shifted activities in the short term.

Taken together, these observations reflect a fundamental trade-off between stability
and adaptability. CIL provides higher adaptability for drifted activities but at the risk of
forgetting stable behavior, while DA-CIL places greater emphasis on stability for non-
drifted behavior through KD, at the cost of more aggressive boundary changes when
drift is detected. This balance explains the distinct performance patterns observed
between the two approaches.

Related work

Most existing PPM approaches (Tax et al. 2017; Mauro et al. 2019; Bukhsh et al. 2021;
Camargo et al. 2019; Evermann et al. 2016; Taymouri et al. 2020) follow an offline train-
ing and online prediction paradigm, where a model is trained on historical logs and used
to predict the next activity for ongoing cases. While effective in stationary settings, this
static model struggles to adapt to dynamic processes, leading to deteriorated prediction
performance due to concept drift over time. Thus, we review related work along two
dimensions: (i) concept drift detection in process mining, and (ii) PPM techniques in

dynamic environments.
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For (i), concept drift detection has been extensively investigated within the domain of
process mining, primarily focusing on detecting when a drift occurs (i.e., change point
detection) and identifying the nature of the drift. Behavioral change has received the
most attention. Prior work defines four features based on activity-pair relationships,
such as always-follow, never-follow, and sometimes-follow (Bose et al. 2014). Other
approaches employ directly-follows frequencies for all pairs of activities as the behav-
ioral representation (Kraus and Aa 2025). In addition, the TPCDD method leverages
direct succession and weak order relations to detect concept drift (Zheng et al. 2017).
Thus, all the aforementioned approaches detect behavioral drifts through additional
steps that construct features based on frequencies of control-flow relations for activity
pairs.

Regarding ii), to handle evolving data distributions, incremental learning (IL) strate-
gies have been proposed in predictive process monitoring (PPM). Prior work explores
periodic IL strategies (e.g., monthly) to either retrain models from scratch or update
pre-trained models based on fixed-size windows (e.g., w=1 denotes data from the cur-
rent prediction window) or all past data (Pauwels and Calders 2021). However, these
strategies focus only on what data to update on, rather than when to update, which may
limit adaptation efficiency.Subsequent work addresses this limitation by proposing an
“update-on-demand” policy, where retraining is triggered only when new activities or
activity sequences are observed in the current daily prediction window, improving both
accuracy and efficiency (Mangat and Rinderle-Ma 2022). Similarly, DynaTrainCDD
detects drift using prefix trees to analyze process variants before triggering updates
(Kosciuszek and Hassani 2024). However, this approach requires full data access in
advance for drift point identification, limiting real-time applicability.More recently, sev-
eral works have advanced IL strategies in PPM by addressing catastrophic forgetting,
i.e., the tendency of models to lose previously acquired knowledge when learning from
new data. TFCLPM introduces a task-free continual learning method that monitors loss
dynamics to determine update points (Verbeek et al. 2024). Specifically, model updates
are triggered when a performance plateau is followed by a loss peak, indicating declin-
ing performance. To preserve prior knowledge, the approach maintains a buffer of hard
samples and employs a Memory Aware Synapses (MAS) regularizer to penalize signifi-
cant changes in critical weights. CNAPwP further extends this line of work by adapting
the DualPrompt mechanism to next activity prediction (Verbeek and Hassani 2024).
The method maintains global prompts (G-prompts) for shared knowledge and expert
prompts (E-prompts) for specific prefix lengths to support task-specific adaptation.
Both approaches are designed to support continual learning in streaming environments
while mitigating catastrophic forgetting.However, with the exception of the “update-
on-demand” approach proposed by (Mangat and Rinderle-Ma 2022), all the aforemen-
tioned methods [ (Pauwels and Calders 2021; Verbeek et al. 2024; Verbeek and Hassani
2024) (Kosciuszek and Hassani 2024), operate under the domain-incremental learning
setting. In this setting, the input distribution shifts over time (e.g., due to changes in pro-
cess behavior), but the output space remains fixed and known at training time. In other
words, they assume the set of possible activity labels are known upfront. This assump-
tion limits their applicability in practice, where unseen activities may appear dynami-
cally and unpredictably.
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Conclusion

This paper addresses a critical gap of existing PPM methods by focusing on dynamic
processes, where unobserved activity orders and unseen activities emerge over time.
To bridge this gap, we proposed DA-CIL, a class incremental learning framework that
integrates drift detection and data augmentation for next activity prediction in evolving
environments. DA-CIL does not require prior knowledge of the activity space and effec-
tively adapts to changing behavior. It detects drift in the input feature space and classifies
activities as shifted or unseen. By applying targeted data augmentation and feature-space
knowledge distillation, it enables proactive adaptation and mitigates catastrophic for-
getting. The evaluation across diverse datasets demonstrates that DA-CIL consistently
outperforms existing approaches under dynamic conditions and remains competitive in
stationary settings.

DA-CIL has several limitations.First, it focuses solely on control-flow shifts and is lim-
ited to next activity prediction. Future research could extend DA-CIL to other predic-
tion tasks, such as suffix prediction, and consider additional drift types, including data
or temporal shifts alongside control-flow changes.Second, DA-CIL applies drift-targeted
data augmentation and aggressively updates the model using synthetic samples, which
may introduce noise and reduce prediction accuracy for shifted activities, reflecting an
inherent stability-adaptability trade-off. Future work will therefore investigate adaptive
strategies to better balance data augmentation for drifting activities and knowledge dis-
tillation for stable activities during model adaptation. Third, DA-CIL could be extended
to better handle rare activities by incorporating prototype-based prediction in the latent
space, or by combining prototype similarity with neural network predictions, leverag-
ing the stable feature representations maintained by the teacher extractor. For rare but
critical behavior, few-shot learning techniques could be incorporated to improve adapta-
tion under limited data availability and enable more effective generalization from scarce
observations.
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