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Abstract. Conformance checking detects deviations between an event
log and a process model, thereby revealing potential for process optimiza-
tion and enhancement. Most existing conformance checking approaches
operate post hoc, i.e., they analyze the behavior of cases recorded in
an event log up to that point. For running cases, however, their contin-
uously changing environment (e.g., workarounds, exceptions) may lead
to deviations that go undetected and unaddressed. Hence, we propose
a predictive conformance monitoring approach that enables early de-
tection of conformance deviations and supports proactive actions. The
approach combines probabilistic suffix prediction with alignment-based
conformance checking and a risk-controlled conformance model. For each
running case, we generate a set of future event sequences, classify the
set as safe or risky, and, for the risky only, predict the deviation types
likely to occur. Our approach requires neither labeled deviation data nor
additional neural networks, unlike many recent predictive conformance
monitoring approaches. Additionally, beyond predicting the deviation,
we estimate its expected position within future event sequences, enabling
more targeted proactive actions. Experiments demonstrate comparable
performance in deviation-type prediction and evaluate the accuracy of
deviation-position estimates.
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1 Introduction

Modern process-aware information systems enable the execution of business pro-
cesses through dynamic and flexible workflows that continuously capture incom-
ing data streams [2]. In such environments, runtime compliance is particularly
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critical, as predicting potential deviations enables early awareness and proactive
intervention. Process compliance monitoring checks whether executions violate
compliance constraints, while predictive compliance monitoring applies these
checks to predicted outcomes [12]. Process conformance checking can be viewed
as a subtask of process compliance monitoring [10], focusing on control-flow con-
straints in process executions. Here, the constraints correspond to the set of ad-
missible execution paths defined by either a discovered (i.e., as-is) or a reference
(i.e., to-be) process model. The majority of conformance checking techniques are
post hoc, describing deviations in past executions recorded as cases in an event
log. For running cases, however, certain process states may lead to deviations
(e.g., due to workarounds or exceptions) that go undetected and unaddressed.

Therefore, to monitor deviations in running cases, predictive conformance
monitoring approaches are required. Existing approaches predict whether a de-
viation occurs [I4], or even the exact deviation type [7] such as log and model
moves, by applying alignment-based conformance checking [5] to an event log
to construct a labeled deviation dataset, which is then used to train a neural
network. A log move denotes an event observed in the log that is not permit-
ted by the process model, whereas a model move denotes an event required by
the process model but missing from the recorded case. However, to gauge the
magnitude of the deviation and to react precisely, it is not only important to
predict what deviation type occurs, but also to estimate at which position in
the future event sequence, and therefore at which expected time, it will occur.
This would enable us to distinguish deviations by severity and to derive tailored
proactive actions. To estimate the positions of predicted deviation types in fu-
ture event sequences, our predictive conformance monitoring approach relies on
suffix prediction as its base model. Specifically, we build on the probabilistic
suffix prediction method introduced in our previous work [8], which captures
uncertainty by predicting a set of plausible future event sequences rather than
a single suffix, and combine it with alignment-based conformance checking [5]
and a novel risk-controlled conformance model. Assuming a probabilistic suffix
prediction model is already available, our approach reduces the need for labeled
deviation data and additional neural networks. We address two key challenges
in predictive conformance monitoring: (i) preselecting safe vs. risky cases to im-
prove efficiency and handle the strong imbalance of conforming and deviating
cases, and (ii) predicting deviation types together with their positions in future
event sequences.

To illustrate why predicting the position matters, consider Fig. [I which
shows a running case of an exemplary repair process in a service center. We as-
sume the following critical compliance rule: “Shipping is prohibited unless Quality
Control follows the latest Repair”. After Reception, the probabilistic suffix pre-
dictor yields multiple plausible continuations (e.g., scenarios @ and @). Both
scenarios exhibit the same deviation type in their optimal alignment: a log move
(Repair,>>), but at different positions. In scenario @, the extra Repair occurs
after the last quality check before shipping. As a result, the case may reach com-
pletion without restoring compliance, making this deviation severe. In scenario
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@, the extra Repair occurs before Quality Control, so the mandatory quality
check is still possible. The deviation, therefore, mainly indicates rework (i.e.,
extra time and cost) rather than a severe compliance breach. By predicting de-
viation types and their positions, and combining them with external compliance
rules, our approach enables targeted proactive actions: If we only classify the de-
viation type without localizing its position, the severity difference between the
scenarios remains indistinguishable. If we only evaluate the rule on predicted
scenarios, we may detect a severe violation but cannot attribute its cause (i.e.,
an additional Repair) or missing behavior (i.e., an omitted Quality Control),
which implies different proactive actions.
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Fig. 1. Deviation positions matter: Different severity for a log move (Repair, >)

We evaluate our approach on an artificial Repair dataset (Fig. [l)) and three
real-life datasets. First, we compare it with the most recent method for deviation-
type prediction [7], where our approach achieves comparable performance. Sec-
ond, we assess the accuracy of our approach in estimating deviation-type posi-
tions.

The remainder of the paper is organized as follows: Sec. 2] discusses related
work and introduces the preliminaries. Sec. [3] presents the proposed approach.
Sec. [4 reports the evaluation results, and Sec. [f| concludes.

2 Related Work and Preliminaries

This section reviews related work and presents our preliminaries.

2.1 Related Work

Related work covers predictive compliance and conformance monitoring ap-
proaches.



4 H. Mustroph et al.

Predictive Compliance Monitoring. Predictive compliance monitoring en-
compasses activities that monitor and predict future compliance violations at
runtime (cf. [I2]). Compliance rules often stem from regulatory documents and
may affect different perspectives of a business process, e.g., the data flow, re-
sources, or temporal perspectives [3]. For predicting violations of certain com-
pliance rules, existing approaches from the field of predictive process monitoring
seem applicable, e.g., for predicting compliance violations that affect the runtime
of a process, remaining-time approaches might be applicable [T0/12].

Predictive Conformance Monitoring. A few recent works address predic-
tive conformance monitoring by explicitly checking control-flow conformance at
runtime [6T4Y7]. These approaches follow a common pipeline: they first trans-
form the event log into a labeled deviation dataset and then train supervised
machine learning models to predict future conformance deviations. This is the
main structural difference from our approach. Rather than learning directly from
a labeled deviation dataset, we rely on probabilistic suffix prediction, combine
it with alignment-based conformance checking, and use the risk-controlled con-
formance model to predict future conformance deviations.

In [6], a domain expert first defines a set of deviation patterns, and a machine
learning model is then trained on these patterns. In addition, subjective logic
is used not only to make a binary deviation prediction but also to output a
third option (unpredictable) when the current process state has been observed
too infrequently. In [I4], two LSTM models are trained for binary prediction:
one predicts whether the future trace will contain a missing event (i.e., a model
move), and the other predicts whether it will contain an inserted event (i.e., a
log move). Thus, the models predict only whether a deviation (category) occurs.
The authors state that the target labels are derived using event log replay, but
they do not specify how this replay is performed. In [7], predictions are made for
all deviation types (i.e., all distinct log- and model-move labels) observed in the
event log. However, using the full event log is problematic because the deviation
labels used for training are derived from the same log that also contains the test
data, leading to leakage. Since multiple optimal alignments may exist and some
alignment implementations can be non-deterministic, they compute alignments
for the full event log repeatedly (e.g., 100 times) and select the run yielding the
smallest total number of deviation labels. They then assign to each training prefix
the set of future deviation types as target labels. Since some deviation types
are rare, the labels are strongly imbalanced, which their approach addresses by
undersampling the majority class using one-sided selection (OSS) and a weighted
cross-entropy loss. They compare collective feed-forward networks (FFN) and
LSTM models (i.e., predicting all labels jointly) with separate FFN and LSTM
models (i.e., one binary classifier per label). The authors prioritize recall over
precision, arguing that it is better to detect most true deviations, even if this
increases false alarms.
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2.2 Preliminaries

We define an event log, (probabilistic) suffix prediction, and alignment-based
conformance checking as follows:

Definition 1 (Event Log). An event log EL := {t(M) t®?) .t} is a mul-
tiset of traces (i.e., cases), where L denotes the number of traces. A trace t™)

is a finite sequence of events t() = (e1,€a,...,en,), where My is the number
of events in trace . An event e, is a tuple of categorical or continuous event
attributes e, = (agm), cee agm)).

We assume that a single categorical event attribute corresponds to the ac-
tivity (i.e., event label). Let A denote the set of activities and maet(e) € A
the activity attribute of event e. The activity sequence of trace t®) is o :=
<7Tact(el)a s 77Tact(eMl)> €A

Definition 2 (Suffix Prediction). A trace can be decomposed into prefix—
suffix pairs. A prefiz is defined as py := {(e1,...,ex) with 1 < k < M;, and
the corresponding suffiz is sk = (ex41,.-.,en,). Suffic prediction aims to pre-
dict a suffiz S given the input prefix pi. Probabilistic suffix prediction models
uncertainty via a conditional distribution P(S | p) over suffizes S. In practice,
it is approzimated by samples S, = {5,(61), .. .,§§€T)} with 5561) ~ P(S | pr) for
1=1,...,T.

Conformance checking relates a process model to behavior observed in an
event log (cf. [B]). We use alignment-based conformance checking, which resolves
deviations by finding a minimal-cost mismatch between trace and model.

Definition 3 (Alignment). Let A be a set of activities with {>>,7} ¢ A and
let 0 € A* be a trace’s sequence of activities. Let Lgp be the language of the
synchronous product of the trace TN and the process model SN. An alignment
of o is a move sequence v = {((x1,y1)s .-, (Tn,Yn)) € Lsp, where each move is
either a log move (x;,>>), a model move (>>,y;), or a synchronous move (x;,y;).

To compute an optimal alignment, we assign costs to moves and minimize the
total cost.

Definition 4 (Alignment Cost Function). Let ¢, be the cost of a move
(x5,y:). We define

L if(zi € ANy =>) V (zi => Ay; € A),
0 otherwise.

cm (i, 9:)) = {

Definition 5 (Optimal Alignment). The cost of an alignment v is c(7) =
le1‘1 cm (7). An alignment v°P* € Lgp is optimal if c(y°PY) < c(v) for all v €
Lsp.

Note that multiple optimal alignments may exist. Silent model moves (>>, 7) are
cost-free. Since 7-transitions may form silent loops, there can be infinitely many
optimal alignments. To quantify alignment quality, we use a normalized fitness
score.
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Definition 6 (Fitness). Let f(v) be the fitness of an alignment ~, where |t
denotes the number of events in the trace and m is the length of a shortest model
execution. We define

c(v)
c(((1,>), s (@) + (> 91), -, Cym))

foy) =1+

3 Approach

In this section, we outline the proposed approach for predicting deviation types
and estimating their positions in future event sequences based on probabilis-
tic suffix prediction, alignment-based conformance checking, and the novel risk-
controlled conformance model (R-2C-M). The approach can be divided into an
offline (i.e., training and calibration) and an online (i.e., inference) phase and is
depicted in Fig. [2f In the offline phase, the (train-split) event log is first split into
a training dataset and a deviation dataset (@ offline). The training dataset is
then used to train the probabilistic suffix prediction model (® offline). Next, suf-
fixes are sampled using the prefixes from the deviation dataset and the trained
probabilistic suffix prediction model (® offline), which are then checked with
alignment-based conformance checking to derive fitness score sets (@ offiine).
The fitness score sets are used to train the R-2C-M (® offline), which predicts
whether a prefix is safe (likely conformant) or risky (likely deviating). Finally,
a deviation prediction model is trained on the risky labeled prefixes from the
deviation dataset (® offfine). In the online phase, all components are applied to
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Fig. 2. Framework for conformance deviation prediction and position estimation.
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a new prefix: First, the probabilistic suffix prediction model generates a set of
suffix samples (@ online). These suffix samples are then checked via alignment-
based conformance checking (@ online). Then, the resulting fitness score set is
passed to the R-2C-M, which classifies the case as safe or risky (@ online). If
the case is classified as risky, the deviation prediction model predicts the most
probable deviation types and estimates their positions within the suffix samples
(® online). In the following, we describe the steps of our approach in detail.

3.1 Offline Phase

The offline phase takes as input an event log and a process model, either an as-is
model discovered by a process discovery algorithm or an existing to-be model.

Event Log Split. The offline phase begins by splitting the event log into
two datasets: Diain and Dgeviation- 1he probabilistic suffix prediction model
is trained using Dipain, and the R-2C-M and the deviation prediction model are
trained and calibrated using Dgeviation. Since the performance of the R-2C-M
strongly depends on the accuracy of the probabilistic suffix prediction model,
which requires more training data, we recommend a 2:1 split for the training
and deviation datasets.

Probabilistic Suffix Prediction Model Training. The probabilistic suffix
prediction model is trained on Dipi,. As a model, we use the uncertainty-
aware encoder-decoder LSTM (U-ED-LSTM) neural network architecture pro-
posed in [§]. It is worth noting that other neural network architectures, such
as transformer-based architectures, could also be adapted for probabilistic suffix
prediction. We use probabilistic suffix prediction because it is more informative
for our use case. Specifically, it provides a set of plausible future event sequences
for how a running trace may continue. In contrast, predicting only the most
likely suffix yields a single future scenario, which can itself have low probability
[8]. As a result, relying on a single suffix is less robust for downstream confor-
mance tasks, in particular for deviation type prediction and deviation position
estimation. At the end of this step, we obtain the trained U-ED-LSTM, which
is used in the subsequent step.

Probabilistic Suffix Sampling. In the next step, the trained U-ED-LSTM is
used to generate suffix samples for each prefix in Dyeviation. Although the suffix
samples approximate the U-ED-LSTM’s predictive distribution, they may still
reflect model miscalibration. In high-uncertainty regions, the model may gen-
erate highly variable suffixes, whereas in overconfident regions, it may produce
too little variation. Consequently, the proportion of sampled suffixes with a con-
formance deviation may not match the true probability of a future deviation.
Therefore, we use the U-ED-LSTM only as a generator of plausible future contin-
uations. Concretely, for each prefix, we draw 100 suffix samples using the Monte
Carlo suffix sampling algorithm from [8]. In the subsequent steps, we analyze the
conformance deviations in these sampled suffixes and relate them to the confor-
mance deviations of the corresponding ground-truth suffix. The output of the
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probabilistic suffix sampling step is thus, for each prefix, a set of 100 sampled
suffixes.

Alignment-Based Conformance Checking. In this step, we compute confor-
mance alignments and the corresponding fitness scores for the sampled suffixes
with respect to the underlying process model. For each sampled suffix, we first
concatenate it with its corresponding prefix to reconstruct a complete trace. We
then compute one optimal alignment for this trace using the A*-based alignment
implementation in PM4Py{T] and derive the associated fitness score from that
alignment. To ensure comparability in the next step, we compute the ground-
truth alignments for all traces in Dgeviation Using the same procedure. Although
multiple optimal alignments may exist for a (reconstructed) trace, enumerat-
ing all of them is substantially more expensive than computing a single optimal
alignment. After computing the optimal alignment for each reconstructed trace,
we derive the suffix-level alignment and fitness score by removing the prefix-
alignment part. We apply the same suffix extraction procedure to the ground-
truth traces. As a result, for each prefix in Dgeviation, Wwe obtain 100 optimal suffix
alignments and fitness scores (one per sampled suffix), as well as one optimal
suffix alignment and fitness score for the corresponding ground-truth suffix.

R-2C-M. For the R-2C-M, we use the suffix samples and the corresponding
ground-truth fitness scores from Dgeviation @s input and split them into a train-
ing set, D§an . and a calibration set, DS, . . Using D§3n..  we train a
classification model that labels an ongoing case as safe (likely conformant) or
risky (likely deviating). This intermediate model is necessary because future con-
formance risk cannot be reliably estimated from the aggregate fitness statistics
of the sampled suffixes alone (e.g., the median fitness). Due to under- or overcon-
fidence of the U-ED-LSTM, stochastic sampling may produce low-fitness suffixes
even when the ground-truth future suffix is conforming (= 1). Consequently, ag-
gregate sample fitness (< 1) can indicate apparent risk although no true future
deviation occurs. We therefore use the sampled suffixes’ fitness scores as features
and learn the mapping to the ground-truth conformance outcome. Our R-2C-M
assumes that no explicit target labels are available; instead, it requires only an
estimate of the global class proportion w € [0, 1] for either the safe or the risky
class. Therefore, we label all traces with a fitness value below the w-quantile of
the ground-truth fitness values as risky traces, and the remaining ones as safe
traces. After estimating the target labels, the challenge is to train a classifier
for risk prediction using a set of fitness values. In other words, we want to infer
the risk prediction for a case based on the fitness scores of 100 suffix samples.
To reduce dimensionality, we treat the fitness scores of the suffix samples as an
empirical distribution and summarize them using statistical moments. Specifi-
cally, we use the mean, standard deviation, skewness, and kurtosis. We fit the
logistic regression model for estimating the fitness score of a case f (x) based on
the moments z, where w € R? and b € R denote the fitted model parameters:
p 1
flz) = 0(<w,:17> + b), o(z) = g

PM4Py: https://github.com/process-intelligence-solutions/pmdapy
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Based on the regression model f (z), we construct a binary classifier that predicts
whether a case is safe or risky. The corresponding decision rule for predicting
the label given a calibrated threshold A is:

95 (@) = {safe7 if f(z)> A

risk, else.

To determine 5\, we consider both accuracy and a correctness guarantee. We use
logistic regression because of its simplicity and interpretability. However, any
other binary classification model could also be used. The correctness guarantee
allows users to explicitly prioritize precision over recall, or vice versa. To achieve
this, several methods, such as conformal prediction [IIJI3] or conformal risk
control [I] can be applied. We apply split conformal prediction [I1IT3] because
it is simple and requires only weak assumptions. In split conformal prediction,
we choose an error level «, which determines the target coverage level 1 — « for
fitness-score-based predictions. For calibration, we use the fitness scores from
D§! We define the nonconformity score (residual) for a prefix with features

deviation*

x and predicted class y € {safe, risk} as:

1 - f(a), ify= sofe,

sey) =1

f(x), if y = risk,
where f(x) is the predicted fitness score. Next, we compute the (1 — a)-quantile
of the calibration residuals and denote it by § (the conformal radius). A smaller
« leads to a larger ¢. Since our decision is binary, we convert this radius into a
fitness threshold:

A=1-4.
Thus, a larger conformal radius implies a smaller threshold A As a result, low-
ering o makes the prediction more conservative in terms of coverage, but also
makes it easier for a case to be classified as safe (because the required fitness
threshold is lower). The output of this step is a trained and calibrated R-2C-M
with a calibrated threshold A depending on «.

Deviation Prediction Model Training. To predict specific deviation types
(e.g., log moves and model moves), as well as more fine-grained targets (e.g., a
deviation type together with its position in the alignment), we train a classifi-
cation model on suffix alignments from Dgeviation that are classified as risky by
the R-2C-M. For each log move and model move identified in the suffix align-
ments, we train a separate threshold-based classifier. A classifier predicts that a
deviation occurs if the proportion of sampled suffix alignments containing that

deviation exceeds a threshold 7. We optimize 7 by maximizing the F-score,

Prec - Rec

Fg=(01+4p) 5————
s = +6),82-Prec—|—Rec’

where (8 controls the relative weight of recall and precision. We use § = 1, which
corresponds to the Fl-score and weights precision and recall equally. If 5 >
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1, recall is weighted more strongly than precision, i.e., the optimization favors
detecting more true deviations at the cost of potentially more false positives. The
output of this step is a map that assigns to each deviation type the estimated
probability of occurrence based on the proportion of sampled suffix alignments
that contain that deviation.

3.2 Online Phase

During the online phase, for a new prefix, our approach predicts whether it
belongs to the safe or the risk set. For prefixes predicted as risk, the type
of deviation is further predicted; otherwise, the prediction is terminated. We
demonstrate this by predicting the log moves and the model moves, and then
extracting the positions of the deviation types to estimate their position.

Suffix Sampling and Alignments. For a given prefix, we sample a set of suf-
fixes and, for each sample, compute an optimal alignment and its corresponding
fitness score, as in the offline phase.

Risk Prediction. To predict whether the prefix is at risk of deviation, we
compute the moments of the suffix samples’ fitness scores, which we then use as
a feature vector for our R-2C-M. If the R-2C-M predicts risky, we proceed to
predict the individual deviation types.

Deviation Prediction. Similarly to the risk prediction step, we first compute,
for each deviation type, its prevalence across the sampled suffix alignments,
i.e., the proportion of sampled suffix alignments that contain the respective log
move or model move. We then apply the corresponding threshold-based classifier
from the offline phase: a deviation type is predicted if its prevalence exceeds the
learned threshold 7 stored in the deviation-type map. Thus, the same decision
rule learned offline (one threshold per deviation type) is used online during infer-
ence. Finally, we return the sampled suffixes, the predicted deviation types, and
their estimated positions. To estimate positions, we track, for each predicted de-
viation type, the alignment positions at which it occurs across the sampled suffix
alignments (positions 1, 2, etc.). For each predicted deviation type, we return
its empirical distribution of positions across the sampled suffix alignments.

4 Evaluation

We evaluated the (i) R-2C-M, (ii) deviation-type prediction, and (iii) deviation-
position estimates. All code and resources are available in our repositor

Datasets and Process Models. We evaluate on one artificial and three real-
life datasets. The artificial dataset resembles the Repair shop process depicted
in Fig. [Il The dataset and its generating code are available in our repository.
The Repair dataset was generated using a custom Python-based discrete-event

Repository: https://github.com/ProbabilisticSuffixPredictionLab/conformance _dev_and pos_pred
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simulator incorporating lognormal activity durations and varying resource avail-
ability schedules. To support the evaluation of predictive conformance moni-
toring approaches, intentional control-flow deviations were injected into 40% of
the simulated process instances. Specifically, these non-conformant behaviors in-
clude delayed customer acknowledgments, sent either after the repair phase or
post-shipping rather than upon reception, and structural loop violations, such
as executing multiple consecutive repairs without intermediate quality control
checks. The Helpdeskﬂ dataset is an event log from a ticket management system
from an Italian software company. The Sepsiﬂ dataset represents the pathway of
patients diagnosed with Sepsis through a hospital. The BPIC-20 Domestic Dec-
larationsﬂ dataset is a travel expense claims process and contains events over two
years. It has been investigated in the Business Process Intelligence Competition
2020 (BPIC-20 DD). This dataset was also used by [7]. The datasets were split
at the case level into training and test sets at an 85%-15% ratio. Properties for
each dataset are presented in Tab.

Table 1. Event log statistics.

Event Logs Helpdesk Sepsis BPIC-20 DD Repair

cases 4580 1049 10500 10000
events 21348 15214 56437 82238
variants 226 845 99 39
event labels 14 16 17 7
deviation types 7 19 19 9
log/model moves 6/1 11/8 12/7 3/6

All process models are available in our repository. The Helpdesk model is
based on [9], the Sepsis model on [4], the BPIC-20 DD model on [7], and the
Repair model was created by us. All models can be considered as-is process
models.

Metrics. We use precision and recall to evaluate the performance of the R-2C-M
and the deviation prediction model, where TP(c) are true positives, FP(c) are
false positives, and FN(c) are false negatives for a class c:
TP(c) TP(c)
Precisi = Recall(¢) = ————~——.
recision(c) TP(0) + FP(0) ecall(c) TP(c) + FN(0)
To evaluate deviation-position estimation, we compute, for each correctly pre-
dicted deviation type, the empirical likelihood of its appearance at the target
alignment position across all sampled suffix alignments. For a prefix and cor-
rectly predicted deviation type d, let k:;;k, 4 denote the target alignment position

R 1 ~ 2\ L
of d. We define the likelihood as €, 4 = A >ses, 1 {pospkyd(s) = k:p,md] . We
3 Helpdesk: https://doi.org/10.4121/uuid:0c60edfl- 6f83-4e75-9367-4c63b3e9d5bb

Sepsis: https://doi.org/10.4121/uuid:915d2bfb-7e84-49ad-a286-dc35f063a460

5
BPIC-20 DD: |https://data.4tu.nl/datasets/6a0a26d2-82d0-4018-blcd-89afb0e8627f
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then report the macro-average likelihood over correctly predicted deviation types

in all prefixes T
_ 1
E == m Z epkvd.
(pr,d)ET

4.1 R-2C-M

For the R-2C-M, we used the logistic regression implementation provided by
scikit-learrﬂ with balanced cross-entropy loss for binary classification. To
identify appropriate \ thresholds, we evaluate a-levels of 5%, 15%, and 25%.
This is particularly important because the data are imbalanced: in all datasets
except for Sepsis, most cases have fitness scores around 1.0 and will therefore be
labeled as safe. Since smaller « yields smaller A, this choice lets us evaluate how
stricter conformal thresholds affect the detection of the minority risk class. We
evaluate the R-2C-M against a median baseline, in which a prefix is classified as
safe if the median fitness score of its suffix samples is greater than the w-quantile
from the true fitness scores. For both methods and across all datasets, we choose
the w-quantile such that ground-truth suffixes with fitness = 1 are labeled as
safe, whereas suffixes with fitness < 1 are labeled as risk.

Performance. We computed precision and recall for the safe and risk classes,
as well as the AUCRoc. For the risk class (label 0), correctly predicted risky
prefixes are true negatives under the standard convention. Prefixes predicted as
risky but actually safe correspond to false positives for the risk class, equiva-
lently false negatives for the safe class. Since the primary goal is to ensure reliable
risk predictions, we focus on high Precision(risk). The performance results of the
logistic regression are shown in Tab.[2] Overall, the R-2C-M yields satisfactory

Table 2. Logistic Regression performance in R-2C-M.

Helpdesk Sepsis BPIC-20 DD Repair
Method g fe  Risk AUC Safe  Risk AUC Safe  Risk AUC Safe  Risk AUC
Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec
R-2C-M

a=5% 0.97 0.93 0.75 0.88 0.96 0.23 0.93 0.98 0.50 0.80 0.93 0.95 0.37 0.31 0.87 0.75 0.95 0.61 0.21 0.71
a=15% 0.99 0.83 0.56 0.96 0.96 0.24 0.88 0.97 0.54 0.80 0.97 0.84 0.30 0.70 0.87 0.79 0.84 0.51 0.43 0.71
a=25% 1.00 0.73 0.46 0.98 0.96 0.25 0.85 0.96 0.59 0.80 0.99 0.74 0.26 0.93 0.87 0.81 0.76 0.47 0.55 0.71
Median

0.98 0.90 0.68 0.91 0.92 0.00 0.00 0.86 1.00 0.79 1.00 0.48 0.16 1.00 0.87 0.94 0.17 0.32 0.97 0.66

results. In particular, the AUCRroc exceeds 80% for all datasets except the arti-
ficial Repair dataset. Across datasets, the R-2C-M also consistently outperforms
the “median” baseline, with clear improvements in precision for the risk class.
All results show similar patterns, except for the Sepsis dataset, where precision
is low for the safe class and high for the risk class, since risk is the majority

Logistic Regression from scikit-learn: https://scikit-learn.org/stable/modules/generated /sklearn.linear model.
LogisticRegression.html


https://scikit-learn.org/stable/modules/generated/sklearn.linear_model.LogisticRegression.html
https://scikit-learn.org/stable/modules/generated/sklearn.linear_model.LogisticRegression.html
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class. As expected, increasing « enlarges the predicted risky set, increasing false
positives and reducing Precision(risk). We therefore prioritize o = 5%.

4.2 Deviation Type Prediction

For deviation-type prediction, we report macro-averaged precision and recall for
deviating (Dev) and non-deviating (No-Dev). A true positive for Dev means a
deviation type is predicted and present in the target; for No-Dewv, it means no
deviation type is predicted, and none is present.

Reimplemented Approaches. We reimplemented the separate (one binary
classifier per deviation type), and collective (one multi-label classifier over all
deviation types) FFN and LSTM models from [7] as baselines. We followed the
paper by [7] for data labeling, encoding, training, prediction, and evaluation,
and consulted their GitLab repository when details were unclear (e.g., adding
weekday start/end, layer sizes of the final projection layer in the LSTMs, and
the validation split and early stopping logic). For computational efficiency, we
performed alignment-based conformance checking for data labeling on the event
log only once (instead of 100 repeated runs), assuming that repeated runs would
affect the resulting deviation label set only marginally. For encoding, we followed
the specified CIBE scheme. For FFN models, the dynamic attributes (activity,
resource, and month) are one-hot encoded and concatenated with the standard-
ized trace attributes into a single input tensor. For LSTM models, the dynamic
attributes are index-encoded, and each dynamic attribute is stored in a separate
fixed-length tensor, together with a tensor for the trace attributes. Since the
trace-attribute tensor is standardized and treated as continuous, we included
only continuous trace attributes. However, following the repository, we addition-
ally included weekday start and weekday end and, for BPIC20, also the budget
number, although these attributes are ordinal or nominal. We also undersam-
pled the majority (conformant) class in the training set using one-sided selection
(OSS) at the trace level. Since the paper does not specify how trace-level OSS
is applied, we implemented it by applying OSS to prefixes of length one and,
whenever such a prefix was removed, removing all prefixes of the same case. The
training procedure (i.e., data splits, early stopping, batch size, and optimization)
and all hyperparameters (e.g., layer sizes and dropout rates) were set exactly as
described in [7]. We used the same evaluation metrics (i.e., macro-averaged pre-
cision/recall). Since our approach does not output probabilities for all deviation
types, AUCRroc is not consistently defined and is therefore omitted.

Results. All deviation-type prediction performance results are shown in Tab.
While our reimplementations of [7] follow the original architectures, the ob-
served performance differs from the reported values. This variance is likely due
to randomness in the train/test split. According to [7], the most important met-
ric is the Dewv recall value, as it is preferable to predict more deviations rather
than fewer. As shown, our approach achieves higher Dev recall than the reim-
plemented models from [7] on all datasets except Repair, where the collective
LSTM is marginally better than our best approach. We also achieve higher Dev



14 H. Mustroph et al.

precision on Helpdesk and only marginally lower Dev precision on Sepsis, but
substantially lower precision on BPIC-20 DD and Repair. We also consider Dev
precision important, as correct deviation-type predictions are a prerequisite for
accurate position estimation within the suffix. Our results show improved or
comparable Dev precision on Helpdesk and Sepsis, which have more control-
flow variants and may benefit from uncertainty-aware prediction. In contrast,
the models of [7] appear more precise on datasets with fewer variants. No-Dev

Table 3. Deviation type prediction results.

Helpdesk Sepsis BPIC-20 DD Repair
Dev No-Dev Dev No-Dev Dev No-Dev Dev No-Dev
Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec Prec Rec

Method

Our Approach

o =5% 0.19 0.62 1.00 0.91 0.27 0.72 1.00 0.80 0.17 0.43 1.00 0.98 0.14 0.46 1.00 0.98
a=15% 0.18 0.57 1.00 0.89 0.26 0.71 0.99 0.78 0.16 0.42 1.00 0.96 0.12 0.71 1.00 0.88
o = 25% 0.18 0.53 1.00 0.90 0.26 0.70 1.00 0.77 0.15 0.36 1.00 0.94 0.12 0.71 1.00 0.83
FFNs by [7]

FFN separate 0.11 0.39 0.99 0.87 0.31 0.51 0.98 0.83 0.25 0.34 1.00
FFN collective 0.15 0.09 0.97 0.99 0.22 0.22 0.96 0.91 0.37 0.29 1.00

LSTMs by [7]

LSTM separate 0.08 0.39 0.98 0.88 0.13 0.39 0.78 0.68 0.10 0.13 0.
LSTM collective 0.12 0.08 0.97 0.99 0.12 0.20 0.91 0.86 0.38 0.28 1

0.98 0.27 0.64 0.99 0.90
1.00 0.63 0.35 0.98 0.97

0.75 1.00 0.90
0.11 0.98 0.99

precision and recall are comparable across approaches and nearly perfect. Over-
all, our results are comparable to [7]. Our approach achieves slightly higher Dev
recall and performs better on processes with more variants, whereas [7] achieves
higher Dev precision and performs better on processes with fewer variants.

4.3 Deviation Position Estimation

We evaluated deviation-position estimation (i.e., localization) by measuring, for
each correctly predicted deviation type, the macro-average likelihood that it is
localized at the target alignment position across the sampled suffix alignments.
The mean likelihoods for all datasets are reported in Tab.[d Overall, localization
is more accurate for log moves than for model moves. A plausible reason is that
model moves are typically rarer and thus harder to predict and to localize.
For example, in Helpdesk, only one model move occurs, and it appears only
rarely across prefixes, which leads to weak position estimation. Although many
values lie between 0.1 and 0.3, this is still informative given the variability of
probabilistic results. To illustrate the interpretation, consider case 627 with
prefix length one and the executed Reception event from the hold-out set depicted
in Fig.|3| Asin Fig.|1] Reception has been executed and the log move (Repair, >>)
is predicted. Among 100 sampled suffix-alignments, 68 contain (Repair,>>) as
a future deviation. Of these, 11 place the deviation at the target position (=
4). While the exact target position likelihood is only 11%, the broader severe-
violation region corresponding to scenario @ (positions 4-6) is covered by 34%
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Table 4. Likelihood of deviation position prediction.

Helpdesk Sepsis BPIC-20 DD Repair

Zlog Z‘model Zlog Zmodel glog zm,odel Zlog Z‘model

=5% 0.20 0.00 0.13 0.19 0.10 0.06 0.28 0.11
=15% 0.18 0.00 0.13 0.18 0.07 0.05 0.18 0.11
=25% 0.18 0.00 0.14 0.18 0.06 0.05 0.16 0.11

Qee

of samples, whereas the less severe region corresponding to scenario @ is covered
by only 19% (positions 0-2). Even when the likelihood is low, the samples can
still provide useful localization signals.

Deviation position distribution — CREPAIR’, *>>")

Prefix (len=1):

RECEPTION

Sampled event sequence: Top 1. 2/100 (2)

ACKNOWLEDGEMENT-DISASSEMBLY »REPAIR-QUALITY CONTROL-REPATR-SHIPPING

12/100 12/100

12.5%

10.0%

11/100 11/100

5

Position (start with index 0)

Fig. 3. Deviation type and its estimated position: (Repair,>>) in Case 627 (o = 5%).

5 Conclusion

In this work, we proposed a novel approach for predicting conformance devi-
ation types and their positions in future event sequences. In contrast to other
predictive conformance monitoring approaches, our method does not learn de-
viations directly from a labeled deviation dataset. Instead, it learns process
continuations via probabilistic suffix prediction and assesses conformance us-
ing alignment-based conformance checking. Moreover, the R-2C-M is trained to
predict whether an ongoing case will remain conformant or deviate, while ac-
counting for the strong class imbalance between conformant and deviating cases
in the event log. During inference, we generate suffix samples as plausible future
event-sequence scenarios. Each sample is checked against the process model us-
ing alignment-based conformance checking, yielding a set of optimal alignments.
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Based on these alignments, the R-2C-M classifies the ongoing trace as safe or
risky. For risky cases, we use the alignments to predict deviation types (distinct
log and model moves) and estimate their positions within the suffix samples.

The evaluation shows comparable performance to the most recent predictive
conformance monitoring approach for deviation-type prediction, and reasonable
performance for deviation-position estimation across multiple datasets. In future
work, we aim to improve overall predictive performance, especially the precision
of deviation-type prediction. In addition, we plan to refine deviation position
estimation by investigating alternative stochastic methods that predict intervals
of occurrence and evaluating their effectiveness alongside more suitable visual-
izations. Finally, we aim to extend the framework by integrating, for example,
compliance severity information to support prescriptive recommendations for
proactive handling and prioritization.
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